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AmAopatikég Epyooieg
Axadnpaixo étog 2023-2024

I. Apxitektovikn Ynoloyiotwv

1 Apxitektovikn Yroloyiotov kot Mnxavikn M&Onon

AlyopiBpor pnyovikic pabnong ta€vopnong (classification) ko tpdPAeyng (prediction) epappolovron
KOTO KovOvo oe TOHELG OTTWG 1) OpacT) LITOAOYLGTAV, 1) eneepyacio PLOIKNG YAOOOOG K.Q, TETLXOL-
vovTog eviunoolakd aoteléopata. [IAéov, éxouv apyioel kot avEdvovTtal oL TEPLTTOCELS EPUPUOYT)-
c/xpnong Toug yix tn Pertinon tng idag tng emidoong evog LIOAOYLOTIKOV CUGTHHATOG.

OL mapokdte epyocieg eaTiAlovY TOGO GTNV XPTOT] TEXVIKOV UNXAVIKHG pabnong otnv apyLte-
KTOVLKY DTTOAOYLOTOV OGO KaL 6TV atodOTIKT] VAOTOINOoT TV iSlov Twv adyopiBpwy.

1.1 Egappoyn alyopifuwv pnxovikng p&bnong otnv apxiteKToviKy VITOAOYL-
oTOV

Ot o0yYpoveg ap)LTEKTOVIKEG LY VA epTAEKOLV eVpLoTikéS PeBOSovg, peBddovg TpdPAednc/vmobeTL-
K1|G eKTEAEOT|G YL TN) HEeYLoTOTOINoT) TNG emidoong evdg cuothpatog. lapadetypa propet vo BewpnBei
n xprion mpoovakinong (prefetching), mov ypropomoteiTon yior TNV AVTHETOMLON EVOS GTIHOVTLKOD
onpeiov ouppdpnong (bottleneck) enidoong Twv cUYXPOVEOV APYLTEKTOVIKGV, TOL KOGTOLG TPOCTENAL-
oNG NG KVPLAG HVARNG. ZKOTOG TNG GLYKEKPLHEVNG SUTAwpaTIknG eivar 1) Stepedvnon Tng duvatotnTog
ePaPHOYNG adyopiBpwv unyoavikig pabnong yu tn Pertiotonoinon tng enidoorng pe otdyo PeAtioto-
TIOLNGELG OTT) XPNOT) TV KPLP@V pvnuev (caches, prefetching), oto pnyoviopo eicovikng pvipung (TLBs),
oo pnyoviopd mpdPreymg SiukAaddoewv (branch prediction) k.a.

3tdx0g eival apyikd va yprotpomonfel Aoyiopikd pnyavikng pédnong (. pytorch) pe mpaypo-
TIKG OeSOPEVO OTTO GUYX POV UNXOVIIHOTO YLor T HEAETT) StopopeTikdV povTéAwV (1.x LSTMs, transformers,


http://www.cslab.ece.ntua.gr

K.0.). 2T ouvéxeLl, avEAOYa HE TO CUPTTEPAOHATA TOV TTPAOTOL Ppatog, Oo emuyelprjoovpe va a€rloro-
YNiOOULHE TN SVVATOTNTA EPAPHOYTNG TOVG O EMIMEDO PIKPOXPYLTEKTOVIKNG AapPdvovTag vioyn tnv
TOALTTAOKOTNTA, TO XPOVO ATTOKPLOTIG KOL TNV KATOVAAWGT] XWOPOL KoL EVEPYELXS.

Yyxetikd MaOnuoto: Iponypéva Oépata Apyitektovikng Ymoloyiotodv, Nevpwvikd Aiktua kot Evgur
YroAoylotiké Zvotiporta

Yxetwkny BifAtoypaepia:
1. Learning Memory Access Patterns
2. Dynamic Branch Prediction with Perceptrons
3. BranchNet: A Convolutional Neural Network to Predict Hard-to-Predict Branches
4. Virtual Address Translation via Learned Page Table Indexes
5. SmartChoices: Hybridizing Programming and Machine Learning
6. Applying Deep Learning to the Cache Replacement Problem
7. Branch Prediction as a Reinforcement Learning Problem: Why, How and Case Studies
8. TransforMAP: Transformer for Memory Access Prediction

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

1.2 IIpoPAeydpn cUPTEPLPOPAG KPLUPHOV HVNHOV HE TEXVIKEG eneEepyaciag @u-
OKNG YA®ooag

AOY® TG av€avopevng dtoupopag Tory DTN TG PeTaD TOL emeEepyaaTr) Kol TG KOPLOG HVIHNG, OL KPUPES
pvrpeg (CPU caches) eivan kpioipeg yio tnv emtitevén vymAng taxdtntog enetepynciag. Kabe mpoomé-
Aaorn pvrung mov dev Ppiokel ta dedopéva TNG OTIG KPLPES PVTHES aToLyilel dekddeg ¢wg exATOVTADEG
kOKAovg pnyavng. H wkavotnta va tpoPfAréfoupe mwg o ovpmepLpepbei éva mpdypoppa yio Stapope-
TIKEG LlEPOPYLEC KPLPTIG PVIUNG eivon AOLTOV Tpopepd Xpriotpn. Mag emitpénet va Stahé€ovpe o€ molov
ene€epyonotn) va TpEEOLLE TO TPOYPOPUA HOG 1) TG VA HOLPAGOVHE TNV KPUPT] HVHIT AVAPESH GE TPO-
YPOHHOTO TTOUL TpEYOLY TTapdAAnAa otov idlo enekepynctn], doTe va TeTOXOVHE TNV HEYLOTT dvvaTh
Ty LT TA.

>xedov OAeg oL emLTUXTHEVEG TEXVLKEG TIPOPAEYNC YLt KPLPEG PVTHEG emteEepyao TV TteplopilovTon
oe LRU kou tuyaieg moAitikég avtikatdotoong [1, 2, 3]. H povn mpdoeatn texvikr [4] mov vrootnpi-
(el GAAeg TOALTIKEG OVTIKATROTOONG QLTTALTEL TTPOTYOOHEVT] YVOGOT) TNG TOALTLKNG KOl VOAVTIKT] TTEPL-
YPOPT] TWV XOUPOKTNPLOTIKGOV TNG. To TpoPAnpa opwg eivar 6TL oL povtépvol enekepyactég dev xpnot-
pomototv LRU 1] Tuyaieg moALtikég 6To TeAevtaio eminedo KPLOOV PVNIOVY KoL KATE KOvova dev XOULE
AN POPOPIEG VIO TO TL XPTGLULOTTOLOVV.

O 616)0G avTHG TNG SUTAWIATIKTG ELVOL VAL X PT|CLHOTTOLGEL TEXVIKEG PNXAVIKAG PHAOnong Ko eme-
Eepyaoiac puokng YAOoooag, mapdpola pe to [5, 6], yioo va HOVTEAOTOL)OEL AVTOPATA TTWG T TPO-
YPOHHOATO X PTCLHOTOLOVY TNV KpLuPr) Pviun. Me avtd To povtédo, Ba propooipe va mpoPAéovpe to
TOGOGTO QITOTLXLMOV KPLPTIG HVAHNG EVOC TTPOYPAUHATOS Yia KPLPEG pvhpeg Stapdpwv peyebwv (cache
miss ratio curve) ywpig xopio GAAN TANpPoPopio yio TG mapopétpovg g pvipung. H mpoPieym Bo
Baoileton amokAeloTikd koL povo:

1. oTo povtélo TNG KPLPTG PVIUNG,


https://arxiv.org/pdf/1803.02329.pdf
https://www.cs.utexas.edu/~lin/papers/hpca01.pdf
https://www.microarch.org/micro53/papers/738300a118.pdf
http://homepages.inf.ed.ac.uk/bgrot/pubs/NEURALWALKER_NIPS18.pdf
https://arxiv.org/pdf/1810.00619.pdf
https://dl.acm.org/citation.cfm?id=3358319
https://arxiv.org/abs/2106.13429
https://arxiv.org/abs/2205.14778
mailto:knikas@cslab.ece.ntua.gr

2. GTOV KOLKO TOV TPOYPAUHATOC, KO

3. OTNV KOTAVOWT] TV OTOOTACEWY emavaypropomnoinong (reuse-distance histograms [3]),  omoia
deilyveL TNV TOTLKOTNTA TOV TPOCTEAATEWY TOV TPOYPAUHOTOS.

ITio ovykekpéva, éva veupwvikd diktvo tomov transformer Bo exmondevtel va e€orydyel amd Tov
KK TIG LOLOTNTEG TOV €KELVEG TTOL EMNPEALOVV TNV CUUTEPLPOPA TOV CXETIKA pe TNV pvrjun. Metéd,
eva OevTepo vevpwvikod diktvo (CNN 1 attention-based) O pdbet va cvoyetilel Tig 1ELOTNTES TOL KOILKAL
KOl TLG ATTOGTACELG ETTOLVOALY PT)OLUOTIOLNOTG LE TO TTOGOOTO AITOTLY LMV KPLENG LVIUNG. Me avtd T 0o
diktva Ba propolpe v TPoPAETOLIE TNV GUHTEPLPOPA OTTOLOVONTTOTE TPOYPAUHATOG,

H duthwpatikn propet va vhomown el eite oe mpoypartikd emelepyaotr eite oe eEOpOLWTY KPLPNG
HVARNG Yot voo ouykevtpwBolv ta astapaitnta dedopéva. H mpdtn emdoyr] eivon o ypriyopn aAA&
ortontel KOSIKO YopUnAoD emédou yia Tov EAeyY0 TNG KPLPHG HVHUNG KOL TNV GUAAOYT] TV OTATLOTL-
kov. H debtepn emhoyn eivar Alyo mo xpovoPopa dAha mo edkoAho vor vAomolnOel ko o eVEALKTT).
Meté tnv cvAAOYT TV dedopévev, 0 axedLacpog Kol 1) ekTTaidevoT TV d00 VELPWVIKOV dIKTOWV Bo
elvar o id10g ko Ba Pacileton ot Aoyiopika keras ko tensorflow.

H Suthwpatikr B exkmovnBei oe ouvepyaoia pe tov Ap. IladAo Ietodpevo atd to University of
Manchester.

Yyxetikd MaOnipato: Iponypéva Oépata Apyitektovikrg Ymohoyiot®v, Nevpwvikd Aiktoua ko Evepur
YmoAoyloTiké ZvoTHpOT

Yxetwkny BifAoypapia:

1. M. Sasongko, M.Chabbi, M. Bagheri Marzijarani, and D. Unat, "ReuseTracker: Fast Yet Accurate
Multicore Reuse Distance Analyzer”.

2. Q. Wang, X. Liu and M. Chabbi, "Featherlight Reuse-Distance Measurement.

3. E. Berg and E. Hagersten, "StatCache: a probabilistic approach to efficient and accurate data
locality analysis”.

4. N. Beckmann and D. Sanchez, "Modeling cache performance beyond LRU”

5. C.Cummins, P. Petoumenos, Z. Wang and H. Leather, "’End-to-End Deep Learning of Optimization
Heuristics”.

6. M. Allamanis, E. T. Barr, P. Devanbu, and C. Sutton, "A Survey of Machine Learning for Big Code
and Naturalness”.

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

2 Emnexktaoeig ApYLTEKTOVIKNG

2.1 Apxurektovikn vtooTNPEn yix BeEATI®ON TOL XPOVOU EKKIVNONG KL EKTE-
Agomng containers

IToAMoi époxotl vTodopdv vtohoytotikod vépoug (cloud computing) mapéyxovv v duvartdtnto exTé-
AEGTG EPAPHOYDOV X PNCLHOTOLOVTAG TO TTepLPALov TwV containers. QoTdc0, o€ ALTO TO TEPLPGALOV


https://dl.acm.org/doi/10.1145/3484199
https://dl.acm.org/doi/10.1145/3484199
https://ieeexplore.ieee.org/document/8675243/
https://ieeexplore.ieee.org/document/1291352
https://ieeexplore.ieee.org/document/1291352
https://people.csail.mit.edu/sanchez/papers/2016.model.hpca.pdf
https://chriscummins.cc/pub/2017-pact.pdf
https://chriscummins.cc/pub/2017-pact.pdf
https://dl.acm.org/doi/10.1145/3212695
https://dl.acm.org/doi/10.1145/3212695
mailto:knikas@cslab.ece.ntua.gr

ekTéNeaTg LILApYOLY dVO attieg OV enPPeALoLY TNV ATOB00T TWV EPapHOY®V: (L) 1) APYT) APXLKOTTOL-
non (boot time due to cold starts) Twv containers (yia tap&derypa, serverless functions [2,3,4,5,1]), ko
(B) n apyn extédeom TV KAoE®Y cLoTARATOG (System calls) Adyw Twv emurAéov eAéyywv mov yivovTot
[6] (ya mapaderypa, I/O intensive applications).

Se avtr) n Suthopartiky epyocio, 0o avalboovpe TNy extéleot) LIT&PYOVTWV TEPLPAANOVTOV eKTE-
Aeong containers (yia mapdderypa, Docker, gVisor, Firecracker) yio va kataddfoupe kaddtepa TIg ov-
VETELEG TNG eKTEAEOTIG eppHOYDV oe docker, kat Oa avaywvploovpe Aettovpyieg mov éxouv Tnv Suvato-
T Vo emLtayvvBoy pécw edLkTg vooThpLEng oto LALKO. ITo cuykekpyéva, Ba emcevtpwBolpe oe
ekelva To emtimedol €LKOVLKOTTOLNG GG TTOL EMLTPETOLY TNV QUTOUOVWOT] e@appoy®v (e.g. SecComp [6],
Namespaces). Avté Tow entineda €LKOVIKOTOLNGTG XPTOLHoTolovy dLdpopoug mivakeg ov ypedlovTon
Vo SMILOVPYOVVTAL, VO EVIJHEPOVOVTAL, KOL VO XPTGLHOTTOLODVTL OUTO TOV TTUPHVOL TOV AELTOLPYLKOD
OUGTAHOTOG, YL VO TTOPEXETAL ITOPOVICT] TOV EPSPHOYDOV. MeTtd TNV avdAvor, Ba emikevtpwboovpe
oTNV avamtugn eldikng LToa T PLENG o€ imedo LALKOD Kol OpLTEKTOVLKTG PE TKOTTO VOL HELWGOUVLE TOV
XPOVO apXLKOTTOiNoNG TV containers koL T0 kKOGTOG ekTéAeCTG TwV system calls.

Yyxetikd MaBnpuoto: ponypéva Oépata Apyitektoviknig Yroloyiotdv, Epyactrpio Asttovpytkcdv
SUOTNHATOV

Yxetwkny BifAroypaepia:
1. Architectural Implications of Function-as-a-Service Computing, MICRO 2019

2. Catalyzer: Sub-millisecond Startup for Serverless Computing with Initialization-less Booting,
ASPLOS 2020

3. SOCK: Rapid Task Provisioning with Serverless-Optimized Containers
4. SAND: Towards High-Performance Serverless Computing

5. Serverless in the Wild: Characterizing and Optimizing the Serverless Workload at a Large Cloud
Provider, ATC 2020

6. Draco: Architectural and Operating System Support for System Call, Security MICRO 2020

7. BabelFish: Fusing Address Translations for Containers, ISCA 2020

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

3 Apyxitekrovikn RISC-V

H RISC-V apxLTEKTOVIKY €LVOIL Lot OLVOLKTY] KO ETTEKTAGLN OLPYLTEKTOVIKT] CUVOAOU EVTOAGV TTOL Eg-
kivnoe va avamtbooeton oto Hoavemotripio tov Berkeley to 2010 ko amd to 2016 AopPdver Siebvry
TPOCOYT) TOGO ad TOV AKAINHATKO XWPO OGO Kol amd Tov Xwpo Tng Plopnyoviag, He katdAAnAn
vroothplEn oe O A ta emimeda TG vtoAoyloTikng atoifag (VALKO, Aettovpykd cvoTnpa, PLPAtodn-
KEC, HETAYAWTTIOTEG, KTA). G OVOLKTI) KOl EEKTAGLUN OPYLTEKTOVLKT] TPOCPEPETAL YL TNV EPELVAL
0€ AELTOVPYLKEG ETEKTAOELG, EVM TOAAEG LAOTIOLOELG aVOLKTOU KLk eivar dpeoa Stobéopeg, dAdeg
amAovoTepeg pe ypoppikt] in-order pipeline ko GAleg peyoddtepwy emldOCEwV He TUPHVA EKTEAEOTG
EVTOA®V ekTOG oelpdc (out-of-order).


https://parallel.princeton.edu/papers/micro19-shahrad.pdf
https://dl.acm.org/doi/10.1145/3373376.3378512
https://www.usenix.org/conference/atc18/presentation/oakes
https://www.usenix.org/conference/atc18/presentation/akkus
https://arxiv.org/pdf/2003.03423.pdf
https://arxiv.org/pdf/2003.03423.pdf
http://www.cs.cmu.edu/~dskarlat/publications/draco_micro20.pdf
https://ieeexplore.ieee.org/document/9138923
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3.1 MeAétn nepifpaAdovrog avamtuEng kot vAooinon emttoyvvtov o€ RISC-V
APXLTEKTOVIKN

2t6X0G NG TOPOoLoaS SIMAWNATIKTG epyaciag eivon 1 peAétn tov meptBaAlovtog avamtuEng vAlkoD
tov Rocket Chip Generator ov avantdcoeton amd to Havemiotrpio tov Berkeley ko Oa ectitoouvpe
otnv avartuln emtayvvtov oe RISC-V apyitektovikég xpnoonoidvtag to framework tov Rocket
Custom Coprocessor (RoCC).

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YITOAOYLOT®OV

Yyxetwkny BifAroypaepia:
1. A Hardware Accelerator for Protocol Buffers, MICRO 2021
2. A Hardware Accelerator for Tracing Garbage Collection
3. https://en.wikipedia.org/wiki/RISC-V

4. https://www2.eecs.berkeley.edu/Pubs/TechRpts/2016/EECS-2016-17.pdf

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

3.2 Melén Fuzzing Texvikov yiax tnv apytrektovicr RISC-V

Xprnowomowdvrag Fuzzing mpaktikd exteAovpe éva Tuyaio instruction stream oe kéutolov eneepyaorr,
pe okomd va ovokadOYovpe OV PLKPOXPYLTEKTOVIKE o@GApaTa. TNV Ttapodoo SiTAwRATIKT o
peAetrioete/vAomotoete Srapopetikég pebodovg fuzzing yia tnv apyitetovikr) RISC-V pe okomd tnv
BeAtiwon eite tng apkiferag Tng peBddov, eite Tnv pelworn Tng xpovikng Stdpkelag oL amaLteital yio
TNV €0PECT) CPAAUATOV TNV LIKPOOPXLTEKTOVLKT.

Yyxetikd MaBnpuoto: ponypéva Oéparta Apyitektovikng Ymoloyiotdv, Epyaotnpio Asttovpytkdv
SUOTNHATOV

Yxetwkny BifAroypaepia:

[1] Cascade: CPU Fuzzing via Intricate Program Generation,
https://comsec.ethz.ch/research/hardware-design-security/cascade-cpu-fuzzing-via-intricate-prog

[2] Revizor - a fuzzer to search for microarchitectural leaks in CPUs,
https://github.com/microsoft/sca-fuzzer

Emikowowvia: Nikog X. Iamaddémovrog, ncpapad@cslab.ece.ntua.gr
doifog HAadng, filiadis@cslab.ece.ntua.gr

3.3 A&wmota Ilepifparrovia Extédeong

‘Eva a€lomioto meptfdriov extéheong (Trusted Execution Environment - TEE) eivon pior evoA oK TIKT
Aertovpyia touv ene€epynotr) 1 onola tpooépel vYMAdTepa entinedo ac@dieac. Otav évag enekep-
yootng Ppioketon oe Aettovpyia ac@aAovg exTéleon eyyvatot OTL 0 Kodkag Kot Tow dedopéva piog
epappoync mov tpéxel evtdg tov TEE dwatnpovvron andppnra (confidentiality), ko mpootatedeton 0
axepardtnta (integrity) tovg. Eva TEE eivan éva ammopovopévo meptBaAlov extédeong To omoio mapéyet


https://sagark.org/assets/pubs/protoacc-micro2021-preprint.pdf
https://en.wikipedia.org/wiki/RISC-V
https://www2.eecs.berkeley.edu/Pubs/TechRpts/2016/EECS-2016-17.pdf
mailto:knikas@cslab.ece.ntua.gr
https://comsec.ethz.ch/research/hardware-design-security/cascade-cpu-fuzzing-via-intricate-program-generation/
https://github.com/microsoft/sca-fuzzer
mailto:ncpapad@cslab.ece.ntua.gr
mailto:vkarakos@cslab.ece.ntua.gr

emutAéov SikAeideg aopadeiog oe oxéon pe tnv “amhy” ektédeon Tov enekepyaotr]. O xOPog exTéAe-
ong evog TEE -ovopaletal enclave- mpocpépel bPnAotepn aoQAAELX GTLG EYAPHOYES OLTTO TNV TUTTLKT
QCPAAELQ TTOV TTPOCPEPEL EVAL AELTOVPYLKO GOGTNHA, XWPIG OHWS VO XAVEL T TTPOGOVTA TOV AELTOLP-
YKoV cLoTHHOTOG Omwg Ta system calls, I/0, diaxdiepyosiokt emkotvwvia KA.

Yyxetikd MaBnpoto: Iponypéva Oépata Apyitektoviknig Ymoloylotdv, Epyactnplo Aettovpytkodv
SUOTNHATOV

Yxetikn BifAoypagio:

[1] Trusted Execution Environment (Wikipedia Page),
https://en.wikipedia.org/wiki/Trusted_execution_environment

[2] Confidential VM Extension for Confidential Computing on RISC-V Platforms,
https://github.com/riscv-non-isa/riscv-ap-tee/blob/main/specification/riscv-cove.pdf

[3] Keystone: An Open Framework for Architecting Trusted Execution Environments,
http://n.ethz.ch/~sshivaji/publications/keystone eurosys20.pdf

Emwcorvovia: Nikog X. Hanadomovrog, ncpapad@cslab.ece.ntua.gr
doifog HAadnc, filiadis@cslab.ece.ntua.gr

3.4 Melétn TPoNYUEVOV CXNHAT®OV OLXXELPLOTG ELKOVIKNG HVIIUNG OTN OLPXLTE-
ktovikni RISC-V

3€ LTI TNV EVOTNTA SUTAWHATIKOV EPYOCLOV PITOPELTE VoL ETIAEEETE €LTE TNV LAOTIOLNOT) TOV CYNUATWV
oe paypatikd hardware (Rocket Chip Generator, CVA6), eite o€ k&utolov simulator (gem5).

« O Rocket Chip Generator [2] eivon évag avorytod k@dika System-on-Chip (SoC) Generator mov
nopayel tapopetponotiopa RISC-V SoCs. Eivar viomounpévog otnv yAwooa Chisel [3], ) omoio
KoOLoTd e0KOAN TNV TTEPLYPOLPT] TOADTTAOK®V KO TTAPUHETPOTIOLICLUWY YEVVITPLOV YL eTte€ep-
YOG TLKOUG TTUPHVES, KPLUPES PVTHES Kol SLKTVWV Saeohvdeong evtog tov SoC

« H CVAG6 [3] eivau pioe vhomoinomn tov RISC-V ISA e SystemVerilog. H avéuttu€n tg CVA6 Eeki-
vnoe antd to ETH Zurich, ko topa yiveton maintain antd to OpenHW Group

« ogemb [4] eivou évag simulator wov ypnopomnoteital otnv épevva ApyLtekTovikrg YITOAOYLoTOV.
Yrootnpilet Sopopetikd ISAs, éva amd avtd amotelel o RISC-V

Sto mopakdte Bépata Oa xproyonooovpe epyadeia avolkToD KOSKA Yl TNV avamtuén vAkot,
emPefaiwong opbrg Aertovpyiag tov, kabodg ko FPGAs (Field Programmable Gate Arrays) ywo tnv
peAétn emidoong Tov LALKOD oL GXESLACOYLE.

Yxetikn BifAoypagio:

[1] RISC-V Technical Specifications,
https://riscv.org/technical/specifications/

[2] Rocket Chip Generator,
https://github.com/chipsalliance/rocket-chip/

[3] CVAs,
https://github.com/openhwgroup/cvab


https://en.wikipedia.org/wiki/Trusted_execution_environment
https://github.com/riscv-non-isa/riscv-ap-tee/blob/main/specification/riscv-cove.pdf
http://n.ethz.ch/~sshivaji/publications/keystone_eurosys20.pdf 
mailto:ncpapad@cslab.ece.ntua.gr
mailto:vkarakos@cslab.ece.ntua.gr
https://riscv.org/technical/specifications/
https://github.com/chipsalliance/rocket-chip/
https://github.com/openhwgroup/cva6

[4] gemb5,
https://www.gem5.0rg/

Emwcotvowvia: Nikog X. ITaadomoviog, ncpapad@cslab.ece.ntua.gr

3.4.1 Advanced MMU Caching Techniques

Y moAAG oOyypova benchmarks/workloads, n petdgppoct Twv etkovikodv dievBivoewy pmopei va emt-
Boapovel aucOnTd TNV eMid00N KoL TNV EVEPYELOKT] ATTOSOGT) TOL LITOAOYLOTIKOD GUGTHHATOS, AOY® TWV
aotoytwv TLB. Avaldywg tng apyLtekToVIKnG ToL Tivaka oeAidwv, amaittodvtou 3-4 mpocPaoelg otnv
HVAHN Yot TNV HETOPPACT] TG ELKOVIKNG-0E-QLoLKT dtebBuvor). Zuykekpyéva, oe meptpdAlovta eiko-
voroinong o apBpodc tpocPhoewv otV pvripn propet va 9taoeL Tig 24. Mia tpodTocT 6to mopamdve
TPOPANpa eivan 1) xprion peyohOTepNC XWwPNTIKOTNTAS -1 peYOADTEPNG cLoXETIoTIKOTNTOG- TLB. Opog,
to TLB Bpioketon oo critical path tov ene€epyactn pe amotéAeopa va ennpedlel TOV YpOoviGHo6 ToL: On-
provpyeitan éva trade-off petafd peyéBovg TLB (xapnAotepog xpoviopog CPU) kat actoyidv TLB (xo-
pnAotepn enidoon). Ztnv ovyyxpovn PipAoypagic tpoteivovtal Sitdpopeg apylTekTovikég Yo caching
ELKOVIKTG VNG, 0mwg Tao Coalesced TLBs [1], Clustered TLBs [2], Hybrid TLB Coalescing [3], Direct
Segments [4], Redundant Memory Mappings [5] kot GAAo.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIToAOYLOT®OVY
Yxetikn BifAoypagio:

[1] CoLT: Coalesced Large-Reach TLBs,
https://ieeexplore.ieee.org/document/6493625

[2] Increasing TLB Reach by Exploiting Clustering in Page Translations,
http://www.cs.yale.edu/homes/abhishek/binhpham-hpcal4.pdf

[3] Hybrid TLB Coalescing: Improving TLB Translation Coverage under Diverse Fragmented Memory
Allocations,
https://iamchanghyunpark.github.io/papers/htc-isca2017.pdf

[4] Efficient Virtual Memory for Big Memory Servers,
https://research.cs.wisc.edu/multifacet/papers/iscal3 direct segment.pdf

[5] Redundant Memory Mappings for Fast Access to Large Memories,
http://www.cslab.ece.ntua.gr/~vkarakos/papers/iscal5 redundant memory mappings.pdf

[6] A Configurable TLB Hierarchy for the RISC-V Architecture,
https://cgi.di.uoa.gr/~vkarakos/papers/fpl20_configurable tlb riscv.pdf

Emwcorvovia: Nikog X. Hanadomovrog, ncpapad@cslab.ece.ntua.gr

3.4.2 Enabling TLB Prefetching for RISC-V processors

Mio &AAN texvikn yio tnv fedtioon g emnidoong Tov GLUGTAHATOG ELKOVLKNAG VNG elva To prefetching
[1]. H texvwkn awth Paciletor otnv etkacio 6TL épvovtog dedopéva amd TNV KOPLO VAT TNV KPLYPT|
HVApn TP X peltactovy, Bo undevictel 1) avapovr) oe peAlovtiky tpdoPaot ota dedopéva avtd. TNV
Suthwportikr avtr, Oo peretnOei 1 avértv€n prefetcher yue to TLB [2, 3, 4], ko Oa e€etaotei n) emidoon
ToU YpnotpomowdvTag benchmarking suites 0mwg To SPEC2006/SPEC2017.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIoAOYLOT®OV
Yxetikn BifAoypagio:


https://www.gem5.org/
mailto:ncpapad@cslab.ece.ntua.gr
https://ieeexplore.ieee.org/document/6493625
http://www.cs.yale.edu/homes/abhishek/binhpham-hpca14.pdf
https://iamchanghyunpark.github.io/papers/htc-isca2017.pdf
https://research.cs.wisc.edu/multifacet/papers/isca13_direct_segment.pdf
http://www.cslab.ece.ntua.gr/~vkarakos/papers/isca15_redundant_memory_mappings.pdf
https://cgi.di.uoa.gr/~vkarakos/papers/fpl20_configurable_tlb_riscv.pdf
mailto:ncpapad@cslab.ece.ntua.gr

[1] Cache Prefetching (Wikipedia Page)
https://en.wikipedia.org/wiki/Cache prefetching

[2] Exploiting Page Table Locality for Agile TLB Prefetching,
https://ieeexplore.ieee.org/document/9499825

[3] Recency-Based TLB Preloading,
https://courses.cs.washington.edu/courses/cse590g/00au/pll7-saulsbury.pdf

[4] Going the Distance for TLB Prefetching: An Application-driven Study,
http://www.cse.psu.edu/~axs53/csl/papers/isca02.pdf

[5] Inter-core cooperative TLB for chip multiprocessors,
https://dl.acm.org/doi/abs/10.1145/1735970.1736060

Emwcorvovia: Nikog X. Hoanmaddémovrog, ncpapad@cslab.ece.ntua.gr

3.4.3 Enabling Configurable Page Table Walk Caches for the Rocket Chip Generator

H povada mov avaroppaver tnv petdopact plag eikovikng dievBuvveng oe guoikn ovopdletal Page
Table Walker (PTW) kot eivon cuviBwg bAOTTOLNHEVT GTO LALKO YLo TNV TarX OTEPT) HETAPPATT] TWV ELKO-
VKoV dtevBivoewv. H Sopn dedopévwv mov xproiponoteital yio To mapping twv eLKOVIKOV € PUOLKEG
SrevBivoelg ovopdletou mivakag oeAidwv (page table) [1] ko avodOYwWS TNV apyLTEKTOVIKT], ATOTEAEL-
o amod 3 1 4 enineda. Xtov Rocket Chip Generator (RCG) o ivaxog oeAidwv aroteAeitan amd 3 emumedo
YLt TO GXTIHO ELKOVIKTIG pvipng Sv39 [2]. Ze mepintwon aotoyiog TLB, n povado PTW mpémet va k&vel
enmopéveg 3 mpocPacelg atov mivaka ceAdwv doTe va petapphoet tnv {ntodpevr etkovikr dtevBuvon
oe puotkr). ['o va atopevyBovv oL kooTofopeg TpooPhoelg atnv pvrun, otov RCG éxel vAomoinBei pia
pkpry PTW Cache [3] 1 omoia amoBnkevel To mapping tov npdtov 2 enutédwv (To mapping tov 3ov
emutédov autobnketeton oto TLB). Avtikeipevo tng SUTA®PATIKAC QUTHG ELVaL 1) TAPAHETPOTTOLNOT) TNG
PTW Cache tov RCG, n peAétn vAomoinong mio mponypévwv oxnpatov PTW Cache [3], ko n e€étaon
g enidoong Tovg xpnotponoldvtag benchmarking suites 6wg to SPEC2006/SPEC2017.

Yyxetikd MaOnuota: Iponypéva Oépata Apxitektovikig YIToAOYIOT®OVY
Yxetikn BifAoypagio:

[1] Page Table (Wikipedia Page),
https://en.wikipedia.org/wiki/Page table

[2] RISC-V Page-Based 39-bit Virtual-Memory System, pages 62-64,
https://riscv.org//wp-content/uploads/2017/05/riscv-privileged-v1.10.pdf

[3] Translation caching: skip, don’t walk (the page table),
https://dl.acm.org/doi/10.1145/1816038.1815970

Emwcorvowvia: Nikog X. ITaadomoviog, ncpapad@cslab.ece.ntua.gr
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3.5 Emnexktdoeig touv RISC-V yix near/in memory accelerators

H epyacio avth agopd apevog tnv dnpovpyia evog pikpot muprva RISC-V o onoiog Ba eivor o Sopt-
KOG AlBog yia emeEepyacio kovt otV pviipn yio enefepyacio peyddwnv dedopévwv (n apxLTekTovVIKn
avopopdg eivar To Modrian Data Engine). Etol ot faocikég cvvaptroelg Ba eivon epwtroelg fhoewv
dedopévav otig omoieg T dedopéva fpickovron otnv pvipr. To cbotnpa pviung Oa amoteleiton otd
éva (n meprocodtepa) HMC modules. Svykexppéva, ta pripata tng epyosiog eivon (o) 1 emAoyr] kot
eméxtaon evog vapyovtog mupriva RISC-V pe evtorég vector (B) o mpoypoppatiopods towv Paotkdv
Aertovpylodv ka1 emiPePainon opdng Aettovpyiag pe TPOGOROLOGELS, (Y) 1] OAOKATpwoT| Tov emekep-
yootr oto meptpdirov FPGA+HMC tng Micron kou (8) 1 a€loAdynorn tov cuvoAlkod 6LGTHHATOG.
Yyxetikd Madnpoata: Hponypéva Oépata ApxitekTovikic YIoAOYLOT®OVY

Yxetwkny BifAoypagia:
1. https://en.wikipedia.org/wiki/RISC-V
2. https://en.wikipedia.org/wiki/Vector processor
3. https://en.wikipedia.org/wiki/Hybrid Memory Cube
4. https://pure.tue.nl/ws/files/100178113/gagan2018dsd.pdf
5. https://arxiv.org/pdf/1908.02640.pdf
6. The Mondrian Data Engine: https://dl.acm.org/citation.cfm?id=3080233
7. https://www.sigarch.org/simd-instructions-considered-harmful/
8. https://www.youtube.com/watch?v=GzZ-8bHsD5s

Emwcotvwvia: Atoviotlog Ivevpartikdtog, pnevmati@cslab.ece.ntua.gr, 6944763171
MnAadng HMavayuodtng, pmiliad@cslab.ece.ntua.gr

4 Amodotikn aneikovion oe FPGAs

TG HéPEG HaG, 1) XPNOT) TV ETOVOITPOYpoppotilopevav apyttektovik®v (FPGAs) aotedel onpovtikn
EVOAAAKTIKT] TPOTOOT), KOBOG TPosPépeL T oXediaoTt) LALKOD YL TNV EKTEAEGT) CUYKEKPLUEVOV EPOLP-
poy®v (application-specific), pe okomod T PeATIOTOTOINGT) KoL TNV EMLTAYLVOT] TOL XPOVOL EKTEAECTG.
Av koL prtopotv va amelkovicovv Opwg ooladnmote oxedioon vAtkol, ot FPGAs éyouv Wdiaitepdtnteg
KO(L «TTPOTIUNGELG.

4.1 Amodotikn answkovion eneEepyoctov RISC-V oe FPGA

H epyaocia avtr] a@opd opevdg Tnv ouykpLTiky) peAETn Paoikdv vopyoviov vAomotjoewmy RISC-V wg
TPOG TO KOOTOG Kol TIG eMLSOGELG TOVG OTAY LAoToLoOVTaL He dtopopetikég FPGA, kol apetépov tnv
TOPUETPOTIOLNOT) TWV ECOTEPLKOV SOUDV (1] TNV AVTIKATAGTACT TOUG pe GAAeS LloodDVaES) (DOTE 1)
ovvolikn oxediaon va eivon meplocodTepao «PLhiki» mtpog tig FPGA. H epyacia cuvduvdlel tpooco-
HOLOGELG YO TNV HETPNOT) EMOOCEDV GE OPYLTEKTOVIKO ETLTESO KoL QTTELKOVLOT] TWV ALPXLTEKTOVLKOV
oe FPGA pe epyoreio CAD.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIToAOYLOT®OVY
Yxetikn BifAoypagio:
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1. https://en.wikipedia.org/wiki/RISC-V
2. https://github.com/pulp-platform/riscv
3. https://tspace.library.utoronto.ca/handle/1807/80713

4. https://github.com/riscv-boom/riscv-boom

Emwcotvwvia: Atoviotog Ivevpartikdtog, pnevmati@cslab.ece.ntua.gr, 6944763171

4.2 YMomoinon Compiler yia tn Sixonaon oxedioong oe TOAAXTAY pikpoTeEpQ
bitstreams kot Tnv amodotikn yaptoypdeion tovg oe FPGAs

>t obyypovn emoxn ot FPGAs evowpatovovtal oe cvatipata cloud, pe o xapoktnploTikd mopo-
deiypota To F1 instance tng Amazon xau tng Alibaba. K&Be xprjotng propei va voikidoel éva oo tnpa
oto omnolo evowpatovoviar FPGAs, mpokelévou va evewpatoaoel kot va Tpé€el n oxedioon Tou 1) Tov
vroloyloTikd tov upriva (Platform as a Service). Opwg, omaving évag xpriotng aflomolei TANpwg TNV
éxtoon pog FPGA, agprivovtog éva peyddo pépog twv moépwv avekpetdAlevto. Xkomdg oto cloud, eivon
1 AR png expeTtdAAevon g éxtaong evog FPGA, dniadn tnv voloytotikr Tov dvvaprn, potpdlovrag
Tovg Stabécipovg TOPoLG PETAED TTOAAGV YphoT®v (multi-tenant) tavtdypova. Etol, mpoteiveton ny dn-
povpyio pikpodtepwv fixed-slots evtog tng FPGA, 6mov n oyediaon xabe xpriotn B xaproypageitot
OTO VEO TLEPLOPLOUEVO XDOPO. AVGTUX MG, TOAAEG GXedLiELS OeV TOUPLALOUV GTO VEOD TLEPLOPLOHEVO XDPO
1oL dttiBeTon A TO VEX GUGTAHHATA TWV TTOPOXWV, e ATTOTEAEGHA TNV avaykT) dtdomacTg tng oxedi-
aong o pkpotepa KoppdTicr, 61ov kdbe koppdtt Ba xaproypageitar ot éva fixed-slot, tkavomoldvrog
TOUG XWPLKOVG TTEPLOPLEHOVG TTOL emLBEAAOVTOL. ZKOTOG TNG SUTAWPATIKAG epyaciog eival 1) avémTuEn
evog compiler 6mov B Séyetan cav eicodo tnv oyxedioon evog xprotn oe eninedo HLS § HDL, ko O
dwxomd tn oxedioon oe pukpotepa bitstreams, pe 0KomTO TNV AIT0S0TIKY XXPTOYPAPLOT) TWV ETHEPOVG
KOHUOLTLOV GTO VEO TTEPLOPLOUEVO X WDPO TToL drxtiBeTout.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YITOAOYLOT®OVY
Yxetwkny BifAroypaepia:

1. Yue Zha and Jing Li. 2020. Virtualizing FPGAs in the Cloud. In Proceedings of the Twenty-Fifth International
Conference on Architectural Support for Programming Languages and Operating Systems (ASPLOS °20).
Association for Computing Machinery, New York, NY, USA, 845-858.
DOL:https://doi.org/10.1145/3373376.3378491

2. Y.Zhaand]. Li, "Hetero-ViTAL: A Virtualization Stack for Heterogeneous FPGA Clusters,” 2021 ACM/IEEE
48th Annual International Symposium on Computer Architecture (ISCA), 2021, pp. 470-483,
doi: 10.1109/ISCA52012.2021.00044.

3. https://www.rapidwright.io/

4. https://github.com/Xilinx/RapidWright

Emikowwvio: Mnhéadng Havayiotng, pmiliad@cslab.ece.ntua.gr
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II. Aevtovpyika 2votnpata - Ewkovikég Mnxavég

5 Melétn tng AAANAETTSpaoNG TOV PNXAVIGH®OV déopevong (et-
KOVIKNG) LVHING X®POU XPNOTN PLE TOUG HNXAVIGHOV déopevong
(pvo1Kng) PVAENG XDPOL TVPTIVLL

H Svvoyukn déopevon pvipng (dynamic memory allocation) atotelei o amd t1g Paoikég Aettovp-
YLEG IOV TTPOGPEPEL L YADT OO TTPOYPUUPATIGHOD GTOVG X PIIOTEG KOL LITOPEL VAL ETTNPERCEL GE HEYOAO
BaBpd TV atddooT) TwV TPOYPUHPAT®Y TOL YPAPOVTOL GTNV OLYKEKPEVT] YAdooo. [l mpoypap-
poto oe C / C++, 1) demapn yio Tnv déopevor) ko amodéopevot pvipng mepthopfével tng cuvoptr-
oewg malloc() xou free(). Ou BifAtoOrxeg déopevong pvriung (memory allocators) wov vAoToLOOV QTN
v Stemagr] [1], xpnopomotody Tovg PnYaviGHo\G TOL AELTOVPYLIKOD GUOTHHATOG Yo Vo deGpeboOLY
ko va amodeopevoouvv pviun (brk, mmap oe cvotipata GNU / Linux) ko pactkdg otdyovg toug ei-
vo 1 arodotikt) aLomoinoT) Tov SeGUEVHEVOL XMOPOL Kol 1) eAdyLotr duvarr] emiBépuver aTov xpdvo
ekTéNEOTG.

O tpdIog déopEVONG TNG ELKOVIKHG HVAKNG 0td TO AELTOLPYLKO GUOTNH, TT.X. TO HeyéOn ko 1) ev-
Buypapyion (alignment) tng pvipng evdéxeton va ennpedoovy v atdédooTt Tov Tpoypappatos. o
nopadetypa, 1 PipAodnkn déopevong pvipung pitopel v nNTrioeL otd To AELTOLPYLKO GOGTNIA T XPT)-
owlomoinom peydhwv oedidwv (huge pages) [2][3][7], pe okomd v eloxloTomOinGT TOL KOGTOUG TNG
HETAPPOOTIG ELKOVIKOV SLeVBVUVOEWV 1] VOL CUVEPYOTEL E TO AELTOVPYLKO GUGTNHA YLO TV TTLO OITOS0-
TiKT] SEGPEVOT) PVIING OE HITXOVHHATO PHE VOROLOPOpPO KOG TOG TtpdoPactg ot pvrjun (NUMA) [8].

2komog autng TG durhwpatikng eivar va SiepevvnBel, yiox ovotipata GNU / Linux, av kot ce Tt
BaBpo vrootnpilovv n déopevomn pvriung pe peyddeg oeAideg (transparent hugepages [4], hugetlbfs [5]),
o€ opyLTeEKTOVIKEG X86 kot ARMvS, ot mmio dnpogiieig BpAtodrkeg Suvapikrig déopevong pvrung C ko
vo aklodoynBet 1 enidpaot] Tovg otnv amtddoot Twv allocators ko Twv teAlk®v Tpoypappdtov. Télog,
Ba SiepevvnBei n SuvatdtnTa cvvepyaciog twv userspace allocators, eldtkd 66wV éxovv vtooTpLEn yia
huge page allocations, e TO P xoVIoPO SECHEVOTG PUOLKE GLVEXOHEVNG LVIING G XDpo TTupriva: [6] ko
TTOG AvTO enNPedlel TO KOGTOG TNG HETAPPACTS ELKOVIKGOV SLleLOOVOEWDY TV TEALKOV TPOYPOUUATOV.

Txetikd MaBnpoto: Aettovpycd Svotipate, Epyactiplo Aettovpylkadv Zvotnpatwy, Iponypéva
Oépata ApyLtekToviknig YToAOYLoTOV

Yyxetwkn BifAroypaepia:
1. https://en.wikipedia.org/wiki/C _dynamic_memory allocation#Implementations
2. https://github.com/libhugetlbfs/libhugetlbfs/issues/52#issuecomment-995203319
3. https://google.github.io/tcmalloc/temeraire.html
4. https://www.kernel.org/doc/Documentation/mm/transhuge.rst
5. https://www.kernel.org/doc/Documentation/vm/hugetlbpage.txt
6. https://github.com/cslab-ntua/contiguity-isca2020
7. https://mosalloc.cs.technion.ac.il/

8. https://www.kernel.org/doc/Documentation/vm/numa.rst
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6 Avalvon kat fEATIOTOTOINGT] TOV HNXAVIOHOD KL TOV TTOALTL-
kov daxeipiong pvApng Automatic NUMA balancing ywx apyt-

TEKTOVIKEG L€ ALVOHOLOPOPPT) TTPOSPaon HVvNUNG

‘Evag artd Toug TpoOToug adEnong g KALHAKWOIHOTNTOG TV DITOAOYLOTIKOV GUOTNIATOV TTOL £XOUV
TOAOTTAOVG eme€epyaoTéG 0TO 1010 CVOTNHA ElvaLl HECK TV APXLTEKTOVIKGOV pe Avopolopopen IIpo-
ofaon Mviung 1 cAAdg Non Uniform Memory Access (NUMA) systems. H NUMA apyttextovikr
amoTelel Evay oXeSCHO CUOTARATOG VNG TTOAVETEEEPYAGTIKOV VITOAOYLOTIKGOV GUGTNUATWY, GTA
omoia 0 xpovog pdoPaocng tng kbprag pvipng (RAM) eEaptdror atd v amtdoToen tng 0éong pvipng
1oL mpooTelavvel o enefepyonotrc. Xe piao NUMA apyitextovikn, évag emeepyaotng EXEL YPIYOPO-
Tepr TpOoPact) oe pic TOTMKT] PV atd OTL 6€ pio QITOPOKPUGHEVT], 1] OTTOlot OUMG ELVOL TOTTLKTY YioL
kéatotov &AAov eme€epyaotr]. To Aettovpyikd ocvotnpa Linux mopéyel tov pnyoaviopd Automatic NUMA
Balancing o omoiog petagpépet Suvoicd dedopévo aviypecs o o€ KOPPBOLS VNG YLt VO HELOGEL TOV XPOVO
npoécPacng oty pvipn. ZTOY0G TNG TApoLoNG SITAWHATIKAG elval 1) peAéTn, 1 avélvo, kot 1) Pel-
TioTomoinoT Tov pnyoaviopot Automatic NUMA balancing tov Linux, kaBdg emiong kai n vAomoinon
QTOSOTIKOV TTOALTLKOV XPHGTG TOU.

xetikd Madnpata: Epyaotiplo Aettovpyltk®dv ZuoTnpaTOV

Yxetwkny BifAroypaepia:
1. Automatic Non-Uniform Memory Access (NUMA) Balancing, SUSE
2. Automatic NUMA Balancing, Red Hat

3. NUMA Memory Architectures and the Linux Memory System, Red Hat
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I ITxp&AANAa ZvoTRpaTa

7 TToAlamAaclaopog apatod mivaka pe dStavocpa (SpMV)

O voloyioTikdg TUpnVaG ToL ToAAATANGLAoHOD apatol mivaka pe dievuopa (SpMV) ypnoipo-
ToLeltal eVPEWG 08 TAPAAANAES epappoyég peydAng kAipakog. Qotdoo, Adyw NG alyoptBpikng Tov
@OONG, Oev AELOTIOLEL ETAPKMG TNV VTOAOYLOTIKT oYXV TwV oOY)povwy eneepyactav. Ol mapakdTo
epyacieg eaTialovv otV PEATIOTONOINGT TOL He GE JLOUPOPETLKES APYLTEKTOVIKEG HE TN XPNOT) TWV
KOUTOAANA®VY TPOYPOHHATIOTIKOV HOVTEAWV.

7.1 BeATioTOMOINGT) TOL VITOAOYLGTIKOD TPV TOAAATTAAG LGP0V OLPOLLOV TTi-
vaka pe drxvuopa (SpMV) oe FPGAs

Sy mapovoa Simhwpatikn epyacioa, Oa peretnBel n vAomoinon kot n PeATicTomoOiNGT TOL GULYKE-
KPLHEVOL LITOAOYLOTIKOV TTLpHiva o€ emavadiapopovpeveg apyltektovikés (FPGAs), mov emtpémovy
otov Tpoypappatiot Tn dnptovpyia LALKoL e€eldikevpévou atny epappoyn (application-specific). Zv-
yrekppéva, Ba peretnOei ) enidoon Pacwdv viomocewv tov SpMV yia FPGAs pe tn xprion tov
TPOYPOPHATIoTIKOD povTédov TG OpenCL 1] GAAWV TPOYPAPHATIOTIKOV HOVTEAWVY LYNAOD emutédou,
KatBOG Ko eVOAAOKTIKE oyrpHaTa ortofnKevong apatdy mvaKkoy, kot 8o epoppocTtody TeXVIKES Pel-
TLOTOTOLNGTG TOL LITOAOYLOTIKOD TUPH VA e GTOXO TNV eTITEVEN TNG HEYLOTNG duvarthg emidoong oTLg
OUYKEKPIHEVES OLPXLTEKTOVIKEG.

Yyxetikd Mabnpota: Zvotiporta HapdAining Ene€epyaciog, ¥neoxd Zvotiporta VLSI

Emwcotvovia: avaywotng Mrakog, pmpakos@cslab.ece.ntua.gr
T'ecdpylog I'kodpoag, goumas@cslab.ece.ntua.gr, 210-772-2402

7.2 BeATioTOMOINGT) TOL VITOAOYLGTIKOD TPV TOAAATTAAG LGP0V POV TTi-
vaka pe drevuopa (SpMV)

MeAétn mopdAAniwv viomoloewv Tov SpMV muprjva oe apyitektovikég CPU (Intel, AMD, ARM) 7
GPU (Nvidia). Ta tpoypoppatioTik® povTéAda oL ptopovy va xpnotposotnfoovv eivat o OpenMP yia
Tig CPUs ko 1 CUDA yux tig GPUs, adA& kot 61totar &AL potipnon vrdpyel. H mpaypatomoinon tng
SUTAWHATIKNG prtopel va €xel didpopeg Tpooeyyioels:

+ BeAtinon Rdn vapyoLoHg LAOTOINGNG TOL TLPT VA

o peAéTn NG avamapdotaong tng Sopng Tov apotol Tivaka (CUVTETOYHEVEG TV UI) HNOEVIKOV
TIHOV)

« OULMTIEDT] TWV TWHAOV TOL TTivaka kol peAéTr) TG emidpaong lossy pebddwv cupmisong
Yyxetikd Mabnuota: Zvotipota HapdAining Enetepyaciog

Emwkowvwvio: Anpftprog F'adavomovrog, dgal@cslab.ece.ntua.gr
T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402
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8 Amodotikn xprion kot tpoypoppatriopog GPGPU

Ot obyypoveg povadeg enekepyaoiog ypapikov 1 kapteg ypapik®dv (GPUs) éxyouvv e€ehiyBel amd to va
elval xpriotpeg poOvo yuor cuykekpLuéveg Aettovpyieg, oe woxvpd epyaieio yevikng xpnong (GPGPUs)
tkava va vtootnpiEovy pia oAl peyadbtepn motkidio TPoPANPATOY, TOPEXOVTAG Lo TOXDTEPT KoL
Lo evepyelakd aodotikn evaddaktikny Aborn oe oxéon e Tovg kavovikog eneEepyaotég (CPUs).

8.1 BeAtiwoTomoinon nupRvev ypapptkng dAyeBpog yi CUCTARATE TTOAAATA®V
GPU

O BLAS (Basic Linear algebra subprograms) oatoteA o0V piot GUYKEKPLHEVT) OPADQ ALTTO POVTIVEG YPOLpLL-
KNG GAyeppag, oL XPNoLHoTOLoUVTAL G TOAAG ETLOTNHOVIKA TTPOPANHATA. Ze GLGTHHATO e TOAAG-
nieg GPUs pio ohoxkAnpopévn PipAobrikn BLAS mpémer va mepihapfaver ko petagpopés dedopévav,
xpovodpopordynon vompoPAnpaTey kot AN aro@doewy yio Ty enitevén kaing anoddoong. O oko-
110G NG SUTAwpaTiKig autng eivon 1) e€otkiwon pe tétoleg PLpAtobrkeg, kou 1) eméktaot Toug 1 HeAETN
Tovw oe avtéc. Oplopéva mo cvykekpipéva Bépata Oa propovoav va mepthapfdvouvv:

o Melétn ko ovattu€n TV povTEAWV TTPOPAeYNG emidooTg OV XPNCLHOTOLOVY YLXL UTOUNTY)
BeAtiotomoinon.

« Eméxtoon tov vmootnplopevev poutivov ot PipAobrikn BLAS.

« Melétn kou PeAtioTomoinon Tewv PLALoONKOV e TEPLTTOCEELS |Le ETEPOYEVI] XXPOKTIPLOTLKA.
Yyxetikd Mabnpoata: votipota Hapdiining Exetepyaciog
Yxetkny BifAroypagia:

1. https://docs.nvidia.com/cuda/cublas/index.html

2. https://ieeexplore.ieee.org/document/9408195

w

. https://dl.acm.org/doi/abs/10.1145/3624569

o~

. https://arxiv.org/abs/1510.05041

Emwcowvovia: Avactaciadng IIétpog, panastas@cslab.ece.ntua.gr

9 Amodotikn xprion kot tpoypoppatiopodg FPGA

To TedevTaio XPOVLKL, OL OVAYKEG TOV EPUPUOYOV Y LYNAN entidoon Sev KaADTTOVTOL PHOVO IO GU-
Bartikovg eme€epyaotég, adAd amd cuvdvaopd CPU pe emttoyuvtég eldikot koo, 6mwg eivar ot GPU
ko o FPGA, oe etepoyevi) ovothpata vyniav emdocewv. ITo cuykekpipéva, o FPGA mpoteivovton
YLt avamtugn e@oppoyev vYmAav emldocewyv, kKabmg o otdx0g TAéov dev eivor povo 1) Pedtioon g
emidoong, aAA& Kkau 1) evepyelakt] AIodOTIKOTNTO TWV CLOTNHAT®WY ALTOV. [Ipog avTAV TNV KATED-
Buvon éxouv avosttuyBel epyaleia oOvBeong vPnAov emédov (High Level Synthesis), pe okomd tnv
ETMLTAYVVOT] KL QUTOPTOTTOMNOT) TNG Stadikaoiog oxeSLacpol Kot TPOoYPopPATIGHOD DITOAOYLOTLKOV

EPAPHOYDV.


mailto:panastas@cslab.ece.ntua.gr

9.1 A&woAoynon twv epappoynv tng covitag Rodinia o accelerator FPGAs

O oxomog tng SurAwHaTIKNG aLTAG eivan 1) e€otkeiwo He To TePPAALOV EMLTAYVVONG EPAPHOYDV TNG
Xilinx (Vitis) ko 1) peTopopd/porting Twv CUYKEKPHEVOV eQapHOYOV Yia ekTédeon oe FPGA emtoryv-
vtég. Oplopéva evdetktikd Pripota g mopeiog g SumAwpatikng eivol:

o Melétn TEXVIKQOV Yo emtLTayLVOT) eQappoyav oe HLS mepifpdiiov
« Eméxtaon tov vrdpyovtog benchmark suite yux o ovyypova FPGA

« X0ykplon g emidoong kan tng evepyetokng amodotikotntag Sitoupopetikev FPGAs petakd toug,
oA ko pe ovyyxpoveg GPUs.

Yyxetikd MaOnuota: Zvotipota HoapdAining Enetepyaciog
Yyxetwkny BifAroypaepio:

1. S.Che et al.,, "Rodinia: A benchmark suite for heterogeneous computing”, 2009 IEEE International
Symposium on Workload Characterization (IISWC), 2009.

2. Rodinia benchmark suite for CPUs/GPUs
3. Xilinx Accelerator FPGAs
4. Xilinx Vitis application acceleration guide

5. J. Cong et al,, "Understanding Performance Differences of FPGAs and GPUs”, 2018 IEEE 26th
Annual International Symposium on Field-Programmable Custom Computing Machines (FCCM),
2018.

6. Rodinia benchmark suite for Xilinx FPGAs

Emwcorvovia: ITavayiodtng Mrakog, pmpakos@cslab.ece.ntua.gr

10 A&woAoynon twv state of the art adyopiOpwv eridvong tov MST
TpoPANpATOG

To mpoPAnpa enidvong Tov Minimum Spanning Tree (MST) eivou éva oo ta 1o yvwotd mpoPAfipota
OTNV EMOTHUN TOV LITOAOYLETAOV. Tpelg elvar oL facucoi alyopiBpol Tov emtdbovy avtd To TPOPANHCL.
Ot aAy6piBpot tov Boruvka, Tov Prim kot tov Kruskal. O k&Be évag amd avtovg éxel pedetnOei apreta
Ko orjpepa LILAPYOLV SLAPopeG TAPAAANAES LAOTIOLOELG T®V TTOPATAV® alyopibpwy, Tov Abvouv To
poPAnpa tov MST o¢ apketd o cUVTOHO XPOVO otd OTL OL TELPLAKES EKBOYES TOVG. ZKOTOG QLUTHG TNG
epyaciog eivar va vhomownBoovv ot state of the art mopdAinior adydpibpor, énwg mpoteivovtal oTtnv
oyxetikn BpAtoypapio, oto meplPaAlov Tov epyaathpiov, pe Stapopetikd datasets woTe Vo £XOUpE pia
olokAnpwpévn a€loldynon toug, Toco yio shared memory 6co kau yux distributed apyitektovikég.

Yxetikd Mobnpota: Zvotipata Hapaiining Exefepyaciog

Yyxetwkn; BifAroypaepio:


https://www.cs.virginia.edu/rodinia/doku.php
https://www.xilinx.com/products/boards-and-kits/accelerator-cards.html
https://docs.xilinx.com/r/en-US/ug1393-vitis-application-acceleration/Introduction-to-the-Vitis-Environment-for-Acceleration
https://github.com/SFU-HiAccel/rodinia-hls
mailto:pmpakos@cslab.ece.ntua.gr

1. https://en.wikipedia.org/wiki/Kruskal’s_algorithm
2. https://en.wikipedia.org/wiki/Prim’s_algorithm
3. https://en.wikipedia.org/wiki/Bortvka’s_algorithm

4. Engineering Massively Paralle]l MST Algorithms
(https://arxiv.org/abs/2302.12199)

5. MASTIFF: Structure-Aware Minimum Spanning Tree-Forest
(https://pureadmin.qub.ac.uk/ws/portalfiles/portal/330214109/MASTIFF_Authors_Copy.pdf)

Emwcorvovia: Katowyidvvng Taoog, tkats@cslab.ece.ntua.gr
SwokaPapog Anprtpng , jimsiak@cslab.ece.ntua.gr

11 Apoporoynon Epappoymnv kot Araxeipion ITopwv oe Yrolo-
yiwotika Kévipa

OrvmoloyloTikég vTodopég Twv YroloyloTikwv Kévrpwv (Datacenters) ypnoiporolodvtal ylo Tnv tow-
oY povN ekTéAEDT) epappoy®v. H xatdAAnAn ypovodpopordynon kat i Stayelplon Twv Kowvoxprnotwy
TOPWV TOLV CUGTHHATWV ATOTEAODV KtBOPLOTIKOUG TOPAYOVTES YL TNV ATTOTEAEGHATIKY] XPHOT) TWV
LITOAOYLOTIKQOV TOPWV KAl TNV EOLKOVOUNGT) XPOVOUL KOl EVEPYELOC.

11.1  Xoapaktnpiopog Epappoymv pe xpnon intrusive micro-benchmarks

KaBdg 1) extédeon TOAADOV TOTWV LINPECLOV HETAPEPETAL GE CLOTHHATO PEYGANG KAipotkag, 1 mtpo-
KAnomn tng dwxtrpnong vPNANG moLdTNTAG LI PECiag oLVEXWDG peyadwvel. H amovoia amodotikev Av-
0e®V SLAPOLPAGHOD TV Koo)X pnoTtey mopwv odnyel tovg Cloud Service Providers otnv amopdvwon
OAOKANPWV SEIVers ylo TV eKTEAECT) EQAPHUOYDOV HE AVOTNPOVG TEPLOPLOHOVG YA TNV ETLSOCT) TOVG.
AvTo OpwG 001 YEL BTNV LITOXPTCLHOTOLNOT] AVTOV TV TOPWV KoL TNV aOENGT] TOU AELTOVPYLKOD KO-
otovg. ot TNV AVTIHETOMION TOV {NTNHATOY AUTOV TTPOTELVOVTOL TEXVIKES SLoXEIPLOTC TWV KOLVOXPT)-
otwv mopwv (Last Level Cache - Intel CMT CAT, Memory Bandwidth, Core isolation), texvikég yopa-
KTNPLOHOD TOV EPAPHOYDOV WG TTPOS TOVG KPIGLHOVG TTOPOUG e OKOTO TI GUVEKTEAEGT] EPAPHOYDOV HE
OUUTTANPOHOTIKES ATTOULTHGELS YLt TOPOLG. ZKOTOG TNG STAWUATIKNG ELVaL 1) avAITTUEN EVOG HIXOVL-
opod mov Bo TpoPAémel TIC AVAYKES TV EPUPUOYOV amrd dmoymng mopwv pe xprion micro-benchmarks
OV, OTEPOVTAS TTOPOLG amtd TV k&be epappoyr], Ot WTOKAADTTOUV TIG OTTALTHOELS TNG.

Yxetikd MaOnpata: Svotripata HoapdAAning Enetepyoaoiog
Yxetwkny BifAroypaepia:

1. Quasar: resource-efficient and QoS-aware cluster management
2. Paragon: QoS-aware scheduling for heterogeneous datacenters
3. Heracles: improving resource efficiency at scale

Enwcorvovia: Tavvng Hamaddaxng, ypap@cslab.ece.ntua.gr
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https://dl.acm.org/doi/10.1145/2654822.2541941
https://dl.acm.org/doi/10.1145/2490301.2451125
https://dl.acm.org/doi/10.1145/2749469.2749475
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11.2  XpovodpopoAoynomn £Qappoymv Kol avedeon vITOAOYLGTIK®V TOPWV GE
UTTOAOYLOTIKY GUGTNUOTA VPNANG entidoong

To vtodoylotikd cvotrpata vPnArg enidoong (High Performance Computing clusters -HPC clusters)
elvar evpéwg dradedopéva ko GLY VA XPTCYLOTOLODVTOL YL TNV ETIAVOT) TOADTAOKWV TPOPANUATWY €
ToLKiAeg EPELVITLKEG TEPLOXEG OTIWG 1) TTPOYVWOT) KAl 1] LOVTEAOTTOINGT) TV KALPLKOV POLVOHEVOV K-
Bwg ka1 diepedivion g akolovbiog Tov avBphmivou yoviStdpatog, cAAd kot ev yével TpofAnpdtwv
OV OTTALTOVV HEYAAO LTTOAOYLOTLKO KOGTOG Ge emeEepyaaTry, LV, ETLKOLVOVIC HETOED TV ETTLUEPOVG
Stepyooidv. To footkd AoyLlopLkd oL GLVOETEL KO EVOPXTOTPOVEL PLX TETOLX DITOAOYLOTLKT] LITOSOMT),
ovopdletar dwayelplotrig TOpwv (resource manager) ko septhapfavet Evay xpovodpopoloyntr epya-
oV (job scheduler). O xpovodpopoloyntrg epyaciodv emkotvwvei pe Tov Siaxelploth TOPwV TPoKeL-
pévou va tAnpogpopnBel yia Tig ovpég (queues), Ta poptio TV LITOAOYLETIKOV KOUPwV (nodes) kar Tnv
SraBeopdTnTO TOV TOPWV, MOTE VL TAPEL ATOPAGELS YLoL TN XPOovodpoporoynomn epyacidv. EmumAiéov,
ML VaTTOOTTALO T KoL AP prKTo cLVOESEPEVT) HOVADQ e TOV XPOVOIPOHOAOYT], ATTOTEAEL O KATOLVEUNTTIG
nopwv (resource allocator), o omoiog avalopfdvel vor StapotpioeL TOUG LITOAOYLOTIKOUE TOPOLE OTLG
avtioTolyeg epyasieg faoel kAolov yevikol 1 eld1kob ava epappoyn/mepiotact oXHATOG.

11.2.1 Profiling MPI epappoy®mv kot eknoidevon HOVTEAOL HE XPNOT TEXVIKOV UNXAVIKNG Na-
O6nong (Machine Learning)

lNo TG epyaoieg oL AmaLTOOY APKETEG AVTAAAXYES PUNVUPAT®Y (communication intensive), 1 avé-
Beon kOpPwv pe SLoTapTN KATOVOUT, TEPLHEVOUE VAL HELOCEL TNV OUTOSOTIKOTN T TNG EKTEAECTG TOUC.
AvTI0étng, oL epyacieg TOL AaLTODV GLXVI HETOPOPA SeSOPEVOV aItd KoL TTPOG TN Pvriun (memory
intensive), ) Stomaptn avaBeon kOpPwv avapévovpe va Ty av€noel, Aoyw PKpOTEPNG CUHPOPTOTNG
oto diavho pvrung. EmumAéov, oe epappoyég mov ataltovv kuping enefepyoaotikt 1oy (computation
intensive) 1 aodoTIKOTNTO TNG EKTEAECTG OVOUEVOLE Va eival otabepr] aveEdptnta amd to oy
ovaBeonc. EmutAéov, ) oetpd ko o Tpdmog avéBeong Twv epyncLOY GTOVG AVTIGTOLYOVG TOPOUS TOV
OLOTAHRATOG PITopel vau amoteAéoel kKatBopLoTikOC TapdyovTag Yo TNV atdd0oot) Tov YpOvou eKTEAECT|G
oG 1) TN pLBpATOS06T OAOKANPOL TOL LITOAOYLOTIKOD cLGTHHATOS (system throughput). Qg ex ToV-
Tov, £xet dobel Wiaitepr PapiTnTa o8 SdIKAGIES KATOVONOTG TWV XXPOAKTIPLOTIKOV TV EGAPHOYDOV
(monitoring/profiling) ce cuvdvacpd pe cOyyxpoveg TeXVIKEG Pnyavikng padnong (machine learning -
ML-), péow otatikng avévong tov mnyaiov kddiko. H yvoon twv YopoKkTnpLoTiKOV Pt EQOPROYNG
amotelel kopPikd onpeio ylux TNV mepaLTépw ePoppoyr alyopibpwv xpovodpopoAdynong tng kou/m
dLaVOpNG LITOAOYLETIKOV TOPWV.

>K0TOG TNG TAPOVLO UG SUTAWHATIKNG elvat 1) HEAETT GTO WG SLoUPOPETLKEG TOTTOAOY G arvaBeong KO-
Bwv yioo MPI epappoyég emnpedlovv tnv enidoot] Tovg. Me tn xpron epyaieiov profiling MPI epop-
Hoyov 6mwg mpiP, intel VTUNE, scalasca, scoreP 6t6)0g pog eivoe vo dnpiovpyrioovpe évor HOVTELO TO
oroio Oa propel va tpoPAéyer Tnv emidoor) HLaG eQapproyTG OVAAOYX HE TO HE TNV ToToAoYio avéBeong
KopPwv. I'a TNV vAomoinen Tov pHovTéAOL Pitopodv va pedetnBobV TG0 avaAvuTikég TpoceyYioelg 660
Ko oL 1o oUyypoveg tpooeyyioelg Machine Learning.

11.2.2  Avamntogn epyaldeiov yia Tny ektéAeon Tov Sraxxeipioth topwv OAR3 eikovikd og Sov-
Aewd Tov draxeipioth TOpwv SLURM pe xpnon epyaieiowv tng Bash kot containers (octo-
HiKn ] CLVEPYUTIKT SIMAWNPATIKN EpyaTice)

3 TOoVG GUYYPOVOLG LITEPLITOAOYLOTES TO GVGTNHA Stayelplong mopwv eivar vevBLVO Yl TN Xpovodpo-
HOAOYNOT] TWV EPAPHOYDOV KL TNV KATOVOT TV avayKoiwv mopwv oe avtég. Kot ot dvo Siadukaoieg
yivovtau pe kprerpla kaeboplopéva, mouv aupopov Tov alyoplBpo xpovoSpopoAdynong kot TV TOALTIKT



Sropolpacpod TOpwV avticToLyo. STIG PEPES HOG, VTTAPYEL TTOLKIA L epyaheiwv SLayeiplong TOpwV Tov
Hropovv va eykatactabovv ce vtdpyovta clusters ko vo aroteAécovy To Pacikd AoylopLkd evopy-
OTPWOTG TV LITOAOYLOTIKGOV dopcdv. H emihoyn Touvg eival oty euyépela TwV SLOYELPLOTOV TOV GUL-
OTNHATOV 0LTOV. Av Kol TOADTIHOL, oL SLaXelploTég mopwv eival ovvrBwg SVGKOAX TPOTOTOLHGLOL,
EV® TO OTHAVTIKOTEPO (TN elvar TG 1) AetTovpyia Toug prtopel va tpomorotnBet povo pe topépPoon
TV SLOYELPLOTOV TOL cLoTHpaToC. To yeyovdg avtd duoyepaivel Tovg xpriotec/epevvntég ov BéAov
VO EKTEAECOLV TIG EPUPUOYEG TOVG e TPOTTO SLoUPOPETLKO atd Tov Tpokaboplopévo.

>K0mog TNG TOPOoLEAS SUTAWHATLKNAG epyaciag eival 1) TapdkapPn avtob Tov TPOPANHATOG HEG® TNG
gykatdotaong evog abyypovou dwaxetpiotrh mopwv (OAR3) xatd tnv viofoln epyaciog 6To Tpoypo-
Tik6 drayetproth Topwv SLURM. To epyaleio avtd Ba ddoet tn SuvatdTnTa 6TO XProTN/EPELVNTI] VO
EYKATAOTIOEL KOL VXL EKTEAECEL GE EVOLV TIPOYHOLTLKO VITEPLITOAOYLOTH S1kOVG TOL aAYyopLOHONG KoL Yevi-
Ko6TEPO TpOoToToLioelg 6To Aoyloptkd OAR3 (Stoyelpiotrg mopwv mov Bo ekTeAeital 6TO TAPAGTKHVLO).

11.2.3 Melétn ovpneprpopds MPI epappoynmv oe kabeotdg cuvektédeong (co-execution) o
TPAYUATIKO VITEPVITOAOYLOTN

Yndapyovv didpopot alyopibpol oTnv katnyopia twv space-sharing adyopiBpwv xpovodpopordynaorng,
6mwg o First Come First Served (FCFS), o Shortest Job First (SJF), o Longest Job First (LJF), o Backfilling
k.o Ov adyopiBpol awwtol -ota vIToAoyloTikd choTnpa LYNATG emtidoong- deapebovy, cuVRBwWG, TOPOLG
oto eninedo tov kopPou. EE’ opiopot 1 emdoyn avébeong moépwv otov eninedo képPouv (Sedopévou 6Tt
oL koppol epthopavouy oloéva eploodTEPA Ko HEYAADTEPQ eEQPTIHATO LALKOD TTLa) ELVOL OV TLITO-
paywylkr 6cov agopd tn pubpanddoon (throughput) Tov cuoTHpATOG, TNV KATAVAAWGT) EVEPYELRG KO
K0oTovg. Meléteg delyvouv mwg To co-scheduling, dnAadn 1 avdBeon TOpwv oTo entimedo Tov TLPTVAL
(KL &poax 1) eKTENETT) OLOLPOPETLIKMOV EPAPHOYDOV TALTOX POV G6TOVS idL10VG KOpPoug), 0dnyel oe amotele-
OUOTIKOTEPT] XPYOT) TV LITOAOYLOTIKOV TOPWV.

YK0omOG NG SUTAWHATIKNG otoTeAeL 1) melpapotikny peAétn kot a&loAdynon tng ovpmeptpophs MPI
ePaPPOYOV o€ KaBeo T ouvekTéeon  (co-execution) oe TPAYHATIKO VITEPLITOAOYLOTH.

Yxetwed Madnpato: Zvotipoata HapaAining Enelepyaciog

Yxetikn BifAoypagio:

1. https://en.wikipedia.org/wiki/Supercomputer

2. https://en.wikipedia.org/wiki/Message Passing Interface

3. https://doc.aris.grnet.gr/development/perf/#vtune-amplifier-xe
4. https://doc.aris.grnet.gr/development/perf/#scalasca

5. https://doc.aris.grnet.gr/development/perf/#mpip

6. https://en.wikipedia.org/wiki/Slurm Workload Manager

7. https://oar-3.readthedocs.io/en/latest/

8. https://github.com/cslab-ntua/oar3

9. http://artemis.cslab.ece.ntua.gr:8080/jspui/handle/123456789/18315

Enwcorvovia: Nikoéraog Tpravta@oding, ntriantafyl@cslab.ece.ntua.gr
Evotpariog Kapamoavayiotng, skarapan@cslab.ece.ntua.gr
T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402
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IV. Katavepnuéva Xvotuata - Ilpoxwpnuéva Oépata
Baoewv dedopévwv

12  MeAén ko BeAtioTonoinon tov sync twv Blockchain clients

Ou xopPot tov Blockchain (kvpiwg ot full nodes) amoBnkedovy peydhro dyko dedopévwv mov oyetiCovron
pe To state Tov, Ta transactions mov €xouv yivel, Ta dedopéva TV EEvmvwv cupforaiov [1]. Zuvibwg
ta dedopéva autd puidocovion oe devdpikég dopég amobrikevong (tries) wov mpocépovy ypriyopn
avolnnomn kat wov vAomototvtal pe T Pordewax kéutotov key-value store (leveldb [2], rocksdb [3]). Ta
dedopéva vt avavedvovtal pe k&Be véo block mov praivel oto blockchain: K&be kopPog tpéyel ta
transactions tov block oeiplokd ko avave®vel To state kavovtog put/get oto key value store. I8iwg ot
@&om tov sync, otav dnhadn tpwtopmaivel évag client oto blockchain ko éxel va tpé€el transactions
a6 moAA& blocks cuveydpeva, vitdpyovv peydheg kabuoteproelg Adyw a) TNG CELPLOKTG EKTEAEOTIG
Twv transactions kot f) Aoyw disk I/O [4]. Mag evdiogpépet va peletricouvpe AVGELG OO TE VoL ETLTOYDVOULLE
avtég Tig Aettovpyieg. ITibavég katevBivaoelg eivat:

1) Na xpnopomolrjoovpe kdmoto in-memory database avti yuo disk-based key value store [5]. 2)
Na xpnoomoumjcovpe éva entinedo caching oe xoppdtia tov key value store. H emihoyn twv dedopévov
otnv cache o yiveton pété amtd kamola avélvor oto workload rj kou forecasting (dnA. yprotpomorm-
vtag ml texvikég). 3) Na eVOWHOTOVOULE concurrency teXVikég oTnVv eKTéAECT) TwV transactions doto
auTA va ) xpetletan va ekteAoOVTAL GELPLaK®, OAAG TTapdAAnAa [6].

xetikd MaOnpata: Katavepnpéva Svotipoato

Yxetwkny BifAoypapia:
1. Getting Deep Into Ethereum: How Data Is Stored In Ethereum?
2. LevelDB
3. RocksDB
4. Why Syncing Ethereum Node Is Slow

5. Gorenflo, Christian, et al. "Fastfabric: Scaling hyperledger fabric to 20,000 transactions per second.”
2019 IEEE International Conference on Blockchain and Cryptocurrency (ICBC). IEEE, 2019.

6. Amiri, Mohammad Javad, Divyakant Agrawal, and Amr El Abbadi. "Parblockchain: Leveraging
transaction parallelism in permissioned blockchain systems.” 2019 IEEE 39th International Conference
on Distributed Computing Systems (ICDCS). IEEE, 2019.

Emwcorvovia: Katepiva Adka, katerina@cslab.ece.ntua.gr, 210-772-1175

13 ZVotnpo avfeviikonoinong @oLtNT®V Kot £kd0ong Lo TONOoL-
NTIK®V T&ve oto diktvo Cardano
To Cardano eivon pioe amtd 11§ o yvwotég blochchain mAatgdppeg mov xpnoiponotei o Ouroboros

WG TO consensus TPWTOKOAAS Tov. H yprion tov cuykekpipévou proof-of-stake mpwtokdAlov, emtpé-
meL oto Cardano o0 ypryopég kau xyapunAov kdéotouvg validation twv cuvaddayov. EmutAéov vdpyet
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mailto:katerina@cslab.ece.ntua.gr

n duvartdtnTa Ypriong smart contracts KoL eQappoy®V TOL TPEYOLV TThvw oty TAatedppo. H aklo-
70iNoT Twv smart contracts yio Tnv avOevTLKOTOINGT) TV QOLTNTOV LG ZYXOANG KoL Yio TNV €kS0ooT
TG TOTTOLNTLKOV PAOT) TV PABNPATOV OV £X0VV TEPATEL KATA TNV SLAPKELX TNG POLTNTIKNG TOVG GTAL-
Srodpopiag, Ba propooe va eiva pia apketd Xproyn mepintwor o€lomoinong tng oLYKEKPLHEVNG
blockchain mAat@oppag. Ta mheovextrpata mov Ba eiyxe pia tétolo Tpooéyylon évavtt Tng mopado-
owokr|g centralized, eivon 611 Oat eméTpemay TNV ac@aA xal dpeon katayopnon Pabpudv 6nmwg kat tnv
€DKOAT QVAKTNGT TOVG, A6 TNV GTLYHT oL OAN 1) Stabéaiun TAnpogopia Ba eivon Tévw oto Cardano
Blockchain.

3o mhaioto tng mopovoog SITAWpATIKAG {nteital 1 avamttuEn evOg TETOLOL GUGTHHATOS GTO ETTi-
nedo Topéa tng ZyoAnG.

Yxetikd MoOnpota: Katavepnpévo Svotipoata

Yxetwkny BifAroypaepia:
1. https://docs.cardano.org/
2. https://yoroi-wallet.com/
3. https://learnyouahaskell.com/chapters
4. http://github.com/input-output-hk/plutus-pioneer-program
5. https://play.marlowe-finance.io/
6. https://atalaprism.io/

7. https://www.skepsispool.com/

Emwcorvovia: Katepiva Adka, katerina@cslab.ece.ntua.gr, 210-772-1175
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14 Xxedlopog kAl VAOTOINGT EPYAAELOV TTPOCOUOIWONG KOTOL-
VEUNHEVOV CUOTNHATOV ENEEEPYATIOG CUVEXWDV POV OESOpE-
VWV GE€ TPOLYHATIKO XPOVO.

H eneepyacio cuvexdv podv dedopévav oe mpoypatikd xpovo (Stream Processing - SP) eivou juo eporp-

poy™ mov ta Tedevtaia xpovia Exel yivel idiaitepa Snpo@LARG, X&pn otV avaItTuEl TV TEXVOAOYLOV

ene€epyooiog xor amobrikevong dedopévwv peydhov oykov (Big Data). Katavepunpéva cvotrjpato SP
6mwg T Storm, Flink, Spark ko Kafka ev yéver xpnoyomolovv moAAamAég vAomotoelg puoLkdv te-

Aeot@v oe TapdAAnin dibtakn, xatavépovtag Ta dedopéva mpog ene€epyacio petakd tovg. Qotdoo,
otolyelo OWG:

* 1] KOTAVOWT] TwV dedOpEVQV,

o 1) APYLTEKTOVLKT] KOL O TPOTOG AELTOVPYIAC TWV CLYKEKPHEVOV GLGTNPATWVY (true streaming vs
micro-batch),

« 70 £idog TwV TeAecT®V (stateful vs stateless), aA A& ko

o 0L TEYVLKEG KATATUNOTG KOl SLOHOLPAGHOT TOUG GTOVG LITOAOYLOTLKOVG TTOPOUG TOL CUGTHHATOG,
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ennpedlovv oNUOVTIKE TIG £TLOOOELS.

3t6x0G TG TNG SITAWHATIKAG epyaciog eival va oxediaotel ko vAomoinOel éva TapapeTpoTOLGLLO
epyaieio TPOoOpOiwaNg TNG AetTovpying evOg GLOTHHATOG enmelepyaoiog cuvexdV pondv dedopévwy oe
Tpaypatikd xpdvo mpokeévou va pedetnBel ) enidpoaon Twv maportdve TopapéTpwy oTnv enidoot)
g Aettovpyiog Tov.

Yxetwkny BifAroypaepia:

1. Gedik, Bugra. “Partitioning functions for stateful data parallelism in stream processing.” The
VLDB Journal 23, no. 4 (2014).

2. Nasir, Muhammad Anis Uddin, et al. *The power of both choices: Practical load balancing for
distributed stream processing engines.” 2015 IEEE 31st International Conference on Data Engineering.
IEEE, 2015.

3. Nasir, Muhammad Anis Uddin, et al. "When two choices are not enough: Balancing at scale in
distributed stream processing.” 2016 IEEE 32nd International Conference on Data Engineering
(ICDE). IEEE, 2016.

4. Katsipoulakis, Nikos R., Alexandros Labrinidis, and Panos K. Chrysanthis. "A holistic view of
stream partitioning costs.” Proceedings of the VLDB Endowment 10.11 (2017).

5. Abdelhamid, Ahmed S., et al. "Prompt: Dynamic data-partitioning for distributed micro-batch
stream processing systems.” Proceedings of the 2020 ACM SIGMOD International Conference on
Management of Data. 2020.

6. Chen, Hanhua, Fan Zhang, and Hai Jin. "Pstream: a popularity-aware differentiated distributed
stream processing system.” IEEE Transactions on Computers 70.10 (2020).

Emikowowvia: Nikog XaABavtlng, nchalv@cslab.ece.ntua.gr

15 EAaotikn dwaxeipion nopwv cvotnpuatev draxeipiong dedo-
HEVOV HEYAANG KAIHAKAG HE TEXVIKEG UNXAVIKNG HAONONG

To kotavepnpéva cuotnpata enefepyaciog dedopévwy PeYAANG KAILokag XPTOLILOTOLOVVTAL EVPEWS
ylot TNV otodoTIKY Kot KALLoKOOLUN ekTéleon) adyopiBpwv mave and dedopéva peydhov dykov. Zv-
oThpata ovoluTikng ene€epyaociog dedopévwv 6mwg To Apache Hive ko Spark SQL yprnoipomototvton
yle tnv extédeon batch-SQL epotnuatwv, Pdoeig NoSQL xproyomolodvtot yio Tov atodoTiky ekTé-
Aeom real-time epOTNPATOV £V6 cvothpata 6mtwg To TensorFlow ko to Spark MLLib yio tnv extéAeon
alyopiBpwv pnyavikng padbnong. Ta cvotipato avtd éxovv Tnv dvvatdtnTa pe TV TpocOnkn emt-
TAEOV TTOPWV var PEATLOGOUV TNV eKTEAEST) TV AAYOPIBpWY ekpeTaAAeLOPEVA TNV TOPAAANAT QOGN
g enelepynoiag, KATL TOL T KAveL WOoVIKA Yo va TpEXOLY G TEPLPAAAOVTA LITOAOYLOTLKOV VEPODV:
HE TNV eKPeTAAAEVOT) TNG WLOTNTAG TNG “EAXGTIKOTNTOG” PITOPEL KATTOLOG VoL QVEOHELDVEL TOVG TTOPOLG
TNG LITOSOUNG AVAAOYX HE TLG OVAYKEG TWV XPTOTOV.

To epyootrplo £xel epyacTel GTOV TOPEX XULTO HeE TNV YEVIKT) TPOGEYYLOT) TNG dMpovpylag HOVTE-
AV punyoviknig pabnong ta omoia TpofArémouvy kar/f aroacilovv v KatdAANAN dpdon (. Tpo-
oBagpaipeon LITOAOYLOTIKOV KOPPWV, AAAXYT] XOUPOKTNPLOTIKOV EQAPHOYNG, KATT) Yio vor acvTouteEéADel
1 epappoyr ot éva dobév poprtio epyosiog pe Pdon opiopéva kpitrplax enidoong mov divel 0 XprjoTng.
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To epyaaTriplo éxeL HEAETNOEL TEXVIKEG EVIOYLTIKTG H&Onong (reinforcement learning) yix tnv Suo-

xelpron mopwv cvotorytdv NoSQL (cvotnpa Tiramola [1]). Katdmiv, pedétnoe pia mpooéyylon pe mpo-

COPHOGTIKT SNHLOVPYLX TOV XDPOUL KATAGTAGEWV TNG HapkoPLavic aAvcidag o€ TeplmToT TOL LI P-

xov ToAAég Staotdoelg (cvotnuo MDP_DT [2]) kabmg ko pia tpocéyyion pe Pabid evioyvtikn pabnon

(deep reinforcement learning).

IMiBavég katevBivoelg:

1.

Enéktaon Tov HOVTEAOUL eVIGYUTIKNG HAONONG YLt TNV EQAPHOYT] ETLTAEOV EVEPYELOV KATA TNV
aoPOoT) AAAOYNG TV TOPWV pLag epappoyns. IIpog to mapov oL alydpiBuol tpocbagparpodv
HOVO LTTOAOYLGTLKOUG KOUPOUG, eVA LTTdpPXEL 1) SLVATOTNTA OANAYHG KL ETLITAEOV XOLPOKTTPL-
otik®v (péyebog RAM, apBuod muprivev, kAT).

Egpappoyn evog artd toug adyopibpovg twv [bigdata, cegrid] oe éva véo ovotnpua, ty oto TensorFlow
1) oto Apache Spark pe Sitoupopetikd €idn poptiov.

. Mewpopatiky amotipnon enidoong Sioupopetik®dv alyopiBuwv eAacTikng dtoyeiplong TOpwV o€

SLOUPOPETIKA GLOTIHATAL.

Epappoyn evog and toug mapamdve alyopibpovg oto cvotnpa Kubernetes tng Google yia tnv
Swayeipion evog katavepnpévou framework 6mwg to TensorFlow (mty Kubeflow) [citation]

Egpappoyn dwapopeticav texvikodv Deep Reinforcement Learning yio tnv ekmaidevon tov po-
vtélov. llpotdoeg:

o To recurrent deep neural networks xpnotpomolodvToL EVPEWG OTAV EXOVHE VO LVTIHET®-
nicovpe incomplete datasets, 6tav Ty KduToleg peTprioelg wov dopovy éva state Aeimovv 1
nepiéxovv B6puPo, dmov dedopévou tng evong Tov mpoPAnpatog (cloud environment), oe
npaypatikég ouvOnkeg Ba cuvavtolpe tétown datasets.

+ 2710 deep reinforcement learning ypnoiponoteiton 1 e€icworn tov Belman:

Q(s,a)=V(s)+A(a)

omov 1 akio Tov Q Sopeitar atd TV aio Tov va eical o€ éva cuyKkekpLévo state, V(s) cuv
0 képdog ov Bar atoKdOpLleg av émapveg To action a. RNV Ewg TP LAOTOINGT LG TO
SixTvd pag voloyiler ta Q values cuvorikd. Sta dueling deep neural networks otd)0g
elvor 800 dropopetikd diktva va vroloyilouvv Eexwplotd T V(s), A(a) ko ev cuveyeia
va dopeitan 1 cuvoALkn Abon. Avtr) i texvikn PonBdel oo decoupling Tov pofAnpaTOg
Ko 6TV koA OTepT) ekmaidevot) Tov SIKTOOoV, eVE TApdAANAa atoPebyeL T GTATAAT TTO-
pwVv ot edIKEG TEPUTTOOELS OOV £va ek Twv V(s), A(a) dev éxouvv peydin onpocio yio
TNV TOALTIKT] OV €xeL eMAEEEL O XPT|OTNG Kol EMOPEVKOS O LITOAOYLOHOG TOVG pItopel va
oporelpOei.

Yyxetikd Mabnpoata: Hpoywpnpéva Bépato Phoewv dedopévwv, Katavepunpéva Svotpata

Yxetwkny BifAoypapia:

1.

D. Tsoumakos, I. Konstantinou, C. Boumpouka, S. Sioutas and N. Koziris: Automated, Elastic
Resource Provisioning for NoSQL Clusters Using TIRAMOLA. In proceedings of the 13th IEEE/ACM
International Symposium on Cluster, Cloud and Grid Computing (CCGrid), Delft, The Netherlands,
May 13-16, 2013. Best Paper Award

K. Lolos, I. Konstantinou, V. Kantere and N. Koziris: Elastic Management of Cloud Applications
using Adaptive Reinforcement Learning In proceedings of the 2017 IEEE International Conference
on Big Data (BigData 2017), Boston, MA, USA December 11-14 2017



3. K.Bitsakos, I. Konstantinou and N. Koziris: DERP: A Deep Reinforcement Learning Cloud System
for Elastic Resource Provisioning In proceedings of the 2018 IEEE International Conference on
Cloud Computing Technology and Science (CloudCom), Nicosia, Cyprus December 10-13 2018

4. M. Chrysopoulos, I. Konstantinou, and N. Koziris: Deep Reinforcement Learning in Cloud Elasticity
through Offline Learning and Return Based Scaling In proceedings of the 16th IEEE International
Conference on Cloud Computing (CLOUD), Chicago, IL, USA, July 2-8 2023.
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16 Xvykprtikn AvaAdvon twv Apxitektovikov Data Lake: Apache
Iceberg, Apache Hudi kot Delta Lake

3tov onpepvo KOGHO, TOL KupLapxel 1) xprion TV Sedopévmv, oL 0pYaVIGHOL AVTIHETWTILOVY SLotpKOG
npokAnoelg otn dwyeipion kou eneepyacia peydhwv dykwv dedopévov amoteeopatikd ko o€Lomi-
oto. Ot mivakeg poppav (Table formats) emitpémovv v adAnenidpoon pe ta data lakes pe tov idro
e0KOAO TpOTTO TTOL XAANAeTISpOoVpE pe Phoelg deSOpEVWV, XPTOLHOTOLOVTAS TO LYOTTNHEVO HOG EPYOL-
el ko YAOooeg. e auth) Tn SUTAWHATIKY epyocio KoAeioTe VO TPOYHATOTOLCETE pHio TTEPLEKTLKT
OULYKPLTIKY avdAvoT) TpLdv Snpo@lev apytrektovikev data lake: tov Apache Iceberg [1], Tov Apache
Hudi [2] xou tov Delta Lake [3]. O x0prog otdyog autrig tng peAétng eival va afloloyrjoel ta mhe-
OVeKTApaTA Kol Toe aduvapieg k&Be apyitektovikng data lake 0cov agopd to schema versioning, to
scalability ko tn dvvatdtnTa tov time-travel. Me tn Sie€odikn e€étacT aLTOV TV TEXVOAOYLOV, QLTH
1N duthwpatiky epyacio oromedel va Pondroel Touvg opyoviopovg va Tpofolv o€ eVpEPWHIEVES OTTO-
QAOELS KOTA TNV eLAOYT TNG TAEOV KATAAANANG apyLtekTovikhg data lake kol cuvolov epyadeinwv yia
TIC GLYKEKPLHEVES TOVG avaykeg oty enefepyaoia dedopévwv. Avtég ol apyitektovikég data lake pro-
povV etiong va evowpatwBovv pe epyaleia eneEepyaciog dedopévwv 0mtwg To Apache Hive, to Apache
Spark, to Spark Operator kot to Trino (mtponyovpéveg yvwotd wg Presto), eve 1wty Tov performance
propel va e€etaotel ypnoponowdvrag to TPC-DS benchmark [4].

Yxetwery BifAoypagio:

[1] https://iceberg.apache.org/

[2] https://hudi.apache.org/blog/2021/07/21/streaming-data-lake-platform/

[3] https://delta.io/

[4] https://www.tpc.org/tpcds/
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17 YAomoinon kot 60ykplon amddoong SLXPOPETIK®OV KUTAVENN-
HEVOV CUOTNHATOV emikowvwviag (distributed frameworks) yio
XPNon o€ unxavikn padnon kot avadvon dedopévwv

O ovvdvacpodg duyeipiong dedopévwv (data management), 1 eme€epyasio Tovg oe cvoTipaTa LY-

g amddoorng (high-performance computing) ko 1 xprjon tovg oe aAyopLBpovg pnyovikng pabnong

(machine learning) ypnotipomoteiton 610 ko mepiocdTepo. OL epyacieg AUTEG UTALTOVV TOGO HEYAAN
pvipn 600 Kkat toxvpr enefepyaoaTikr] Loyl, 08 KATAVEUNHEVA CLOTHRATO HE TTOAAOVG SLapOPETLKOVG
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vroAoyloTikovg kopPoug (distributed nodes). Ot kOpPoL avTOL eMLKOLVOVOVY CLUVEXDG KATA TNV EKTE-
Aeon avTaAA&OGOVTOG pHeEYGAO OYKO Sedopévmv. ETOX0G TNG SUTAWHATIKAG auTG eivan 1) peAéTn dio-
(POPETIKAOV TPOTWV EMKOLVOVING O& KATAVEUNHEVO GUGTHHATA KOl 1] DAOTTOLNOT) SLOUPOPETIK®OV TPOTWV
ETMKOLVOVING.

To ovotnpa Daphne[1][2] xprowomnoteitat yio tnv ektéAeot alyopibpwv pnyovikng pebnong ko
avaAvong dedopévav, kot éxeL Tn duvatdTnTo eXTéAeong o€ Eva PV 600 KaL 0€ £V KOTOVENT]-
pévo cvotnpa (distributed runtime). Avtr) tn otiypr} To Daphne xpnopomotiei to framework emikoiveo-
viog gRPC[3], éva avorytot kddika vmAng amtdédoong Remote Procedure Call (RPC), evd cOvtopa Bo
vrtdpyel kol vtoothpiEn yioo MPL Yt mhaioo acvtrig tng Suthwpatikng Oa xpnoiporowmBei to Daphne
yle vae peetnBoov (i) Swopopetikd frameworks ta omoio ypropomotodvral oe distributed meptpéh-
Movta yia machine learning xou data analytics, (i) Oa yiver tpoomdBeia va vAomownBovv pepikd amd
avtd oto Daphne kot téAog (iii) Oa yiver pia a€lohdynon kot oOykpiom tev Stoepopetik®dv frameworks
xpnopomoldvtag kamola benchmarks oto distributed runtime tov Daphne.

Yyxetikd Mabnpota: Svotiporta HapdAining Eneéepyaociog, Katovepnpéva Zvotripoato
Yxetwkny BifAoypapia:

1. "DAPHNE: An Open and Extensible System Infrastructure for Integrated Data Analysis Pipelines”
in conference on Innovative Data Systems Research, CIDR, 2022.

2. https://daphne-eu.eu/
3. https://grpc.io/

Emwcorvovia: ApiototéAng BovtloAidng, avontz@cslab.ece.ntua.gr
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18 YAomoinon pnxavicopod agronoinong nepaAAnAiopov dedopé-
vov (data parallelism) yix aAyopifpovg punxavikng padnong
(machine learning) kot avaAvong dedopévwv (data analytics)

Ot adyopBpot pnyavikng pabnong (ML) kot avéivong dedopévov peyddng kiipokog (big data analytics)
ovyva propotv va maporiniomonBoidv wg mtpog ta dedopéva (data parallelism). Ov TpdTOL pE TOLG
070loVG 0TT0l0VG PITOPOLY Va TTatpadAnAomolBovv oL cuykekpLuévol alydplBpol cuyva eival TapopoLoL,
aveaptnta pe to TpOPANpa To omoio emAbovy. Ao TNV GAAN 1 Sadikacio elval apKETA aTaLTN-
Tk poypappatiotikd. H mtapariniomnoinon propel va avtopatomroinel yioo cuykekpLuéveg eVTOAEg
(operations), edikd otav T dedopéva popolv va eneEepyactodv aveEaptnta 1o éva atd o GAlo.
INo mopaderypa oe éva moAvmopnvo clotnpa ta dedopéva popdlovtal oe SLapopeTikd pepiopoto
(chunks) ko k&Be Tuprivag extelel TpdEelc oe éva pEPOG TV GUVOALK®OV SeSOPEVWOV. Te EVOL KOTAVENT]-
pévo oot pHopovpe va potpdoovpe ta dedopéva ae oA meplocdTEPOLS KOpPoUG (KoL TupTIVeQ)
woTO60 TTpéTel vo AdPoupe LITOYLY TO AVENHEVO KOO TOG EMIKOLVWVING HETAED KOPPWV.

3t6x0G autng TNG SITAWUATIKNG elvor 1) PEAETN TEXVIKOV TTapadAnlomoinong tétowv alyopid-
HOV Yl KOTOVERnpéVe ocuoThpota. Oo pedetnBoidv Texvikég ko kpLtrpla yix tnv aflomoinon tov data
parallelism oe xatavepnpéva cvotipata. Oa xproponrowndei to ocvotnua Daphne[1][2] to onoio ex-
petoAeveton to data parallelism kar avtopartomnotel tn Swdikacio TapaAAniomoinong oto Tomkd
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runtime. Me féorn avtd Bo vhomonBei avtioTorya o pnyavicpog toporiniomnoinong alyopifpwy yio
TO Kotovepnpévo cvotnpa tov Daphne.

Yxetikd Mobnpota: Zvotipota HapdAining Ene€epyaciog, Katavepnpéva Svotripoato
Yxetikn BifAoypagio:

1. ”DAPHNE: An Open and Extensible System Infrastructure for Integrated Data Analysis Pipelines”
in conference on Innovative Data Systems Research, CIDR, 2022.

2. https://daphne-eu.eu/
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19 Resource Scheduling pe xprion BaBeidg Evioyvtikng Ma&bnong
pe epappoyn oe Distributed Frameworks Mnxavikng MaOnong

Tnv televtaia dexaetio 1) Xprion KATAVEUNPEVOV GUGTNUATOV (TTOAAEG POPES TTAEOV ETEPOYEVAV Op-
XLTEKTOVIKOV, emekepynotov kal mopwv - A.x. CPU, GPU, TPU, FPGA) yia ene€apyacio dedopévwv
HeY&Ang kAipokag, kuploopyel T0co oto medio Tng axadnpaiknc épevvag 600 ko oto industry.

Ipoxeyévou n cuvepyosio Twv SLaPopeTLKOV components eVOg eVIXLOL KATOVEUNHEVOL GUGTIHA-
tog va PeAtiotonoinfei, oL TOHpoL va xpropomotodvTal PEATIOTA AAAX KoL OLKOVOWLKA, XPTGLHLOTOLOD-
vtouw povtéda v scheduling. Stnv mapovoa epyacia Bo aoxoAnBolue pe téTolo povtéAa Thvw oe
frameworks pnyavikrg pabnong.

Framework pnyoviknc pdbnong émwg to tensorflow [1] xou to keras [2] ypnoponotodv cuotripato
omwg 1o kubeflow [3] yia artodotikotepo scheduling, petad dAAwv.

Sty mapotoa epyacia 0o aoyoAnBovpe pe o scheduling 6to Daphne. To ototnpa Daphne [4](5]
XPYOLLOTTOLELTOL YLt TNV eKTEAEDT) AAYOPLOU®Y Pnyavikig padnong ko avaivong dedopévmv, kat et
N duvartdTTa ek TéNeoT|G o€ Eva pnxdvpa 660 kot o€ éva katavepnpévo cvotnpe (distributed runtime).

Ztoyog g SimAhwpatikig eival éva performance evaluation tov Daphne, pe xprion benchmarking
tools ywx distributed cvothpata ko 1 katackevr] povtédwv Pedtiotomoinong tov scheduling, Paoct-
opéva ota diktva Pabeidg evioyvtiknig pabnong. Ta Pabeid vevpwvikd diktva éxouvv deikel avwtepod-
TNTO KOl QITOTEAEGHATIKOTITO G GXECT] HE TIG TOPADOCLOKES TEXVIKEG HNXOVIKNG p&bnong oe mpo-
PAjpoTO TOL 0 XOPOG KATACTACEWY TNG LGOS0V elvol apKeTd HEYRAOG.

Y& mponyovpeveg dovdelég oto epyootrplo éxel xproipomoindei o Double Deep Q learning [6] yio
dynamic scheduling kot resource allocation oe kKaTavepunpéva GLGTHHATA.

Sty mapotvoa duthwpoatiky Bo pedetricovpe ta Double Deep Q learning diktva [6], ta Dueling
Deep Q learning diktva, eved Siveton 1) eAevBepior kKot yLor HeAETT SLOLPOPETIKGOV TTPOGTEYIGEWV.

Yyxetikd Mabnpata: Xvotipata HoapdAining Enetepyaoiog, Katavepnpéva Svotipoarta, poyxwpn-
péva Bépato Phoewv dedopévwv

Yxetwkny BifAroypaepia:
1. https://www.tensorflow.org/

2. https://keras.io/
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3. https://www.kubeflow.org/

4. "DAPHNE: An Open and Extensible System Infrastructure for Integrated Data Analysis Pipelines”
in conference on Innovative Data Systems Research, CIDR, 2022.

5. https://daphne-eu.eu/
6. http://www.cslab.ece.ntua.gr/~ikons/derp proceedings.pdf

7. https://www.tensorflow.org/agents/tutorials/0_intro rl
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20 Egappoyég texvikov mechanism design (vmoxAadog tng aAlyo-
prOpkng Bewpiag maryvinv) kar deep learning yio amodotikég
online dnponpacieg mopwv petagd xpnotov oe nepitfailovia

cloud

St 60y POVOL HEYRAO LTTOAOYLOTIKGE VEQT 1) SUVOLKT] EKXOPTOT TTOPpwV o€ XprioTeg 1) tasks xpnotov
ovaloya pe Ty ovéykn tov xpriotn kot tn drobeopdtnta mépwv oto diktvo pioe dedopévn oTiypn
epaTeTal 670 TPOPANHA TOL aodoTikov resource allocation.

Me tnv &vodo tov machine learning ko Tnv avantuén mepiocdtepwv non-critical 1) easy scalable
jobs mov propei va Tpé€eL o xpriotng oe pia cloud vnpecio ko yior vor v TIHETOTTLOTEL TO TPOPANHA TV
TOPWV 1OV pévouy ayproiporointol 6to AWS, 1 Amazon dnuiovpynoe v vanpecia Spot Instances
6mov TYég Twv Vms Siapoppidvovtal katd to dokovv meplodikd, avédoya pe T {rtnon.

Avto gpmepiéxel Tov Kivduvo KAITolog xprioTng v atwAécel HeYGAo aplBpd TV TOPwV TOU XWwPIg
npoeldomnoinot. X1o gpyactiplo avartofape évav decision component, ovopatel Game Master, mov
epappoletar oto Spot Instances kot dievepyei online Snpompacieg meplodikd pe 6TdX0 oL TOPOL £VOG
XPHOTN vor ALEOHELOVOVTOL EAACTLKA.

T va Srtopadicovpe Ty eykvpoTnTa, TNV TYLOTNTA KoL TN PLAaAnfeia TV Topomdve dnpo-
TPACLOV Y PTOLHOTOLOVHE TeXVIKEG davelopéveg amd To mechanism design- évag vtokAddog tng ah-
yoptBpikng Bewpiog matyviwov mov 6ToOX0 £XEL TNV KATOOKELT] UNYAVIOHOV TTOL 081 YODV TOUG TOUKTEG
€VOG TTOLY VIOV Va TTopouotalovy GLAAAT BT GUUTTEPLPOPA KALTA TT GUUHETOXT) TOVG 6TO Tatyvio. Emiong
XPNOLHoToLlovpe pia Tpocéyylon evog deep learning min max vevpwvikos dtktoov.

Katagpépvoupe vo ety ovpe 0pEéAT Yot cwpeior SLALPOPETIKOV TEPLTTOCENDY OTMG TO VO TTETVUYOVHE
peydha képdn yuwe tov cloud vendor fj péylotn xowwviky w@élela yio Tovg xprioteg (oL XprioTeg pé-
VOUV GTNV TAELOVOTNTA TOVG evxoploThpévol) OL TPOCOHOLMOELS TTAV® OTLS OTOLEC TECTAPUHE TOV
component xpopovV 6TATIETIKA oTolxeio artd To Google Trace.

3to)0g pag eivar va 1) dnpovpyio evog actual cluster pe Siopopetikods xproTeS, e dLoupopeTikd
non-critical applications ov cuppetéyovv oTig dvwbi dnpompacieg tov Game Master mepLodikd, mtpo-
oBagarpodvton TOHPoOL Tovg Ko var Sel€OVE MG TA KPLTHPLOL TTOL EPPAVOG TATPOOVTL GTLG TTPOCO-
polwoelg, mAnpovvtal kot o€ actual executions environemtns.
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Mop&AAnia 1 xpnopomnoinon tov Game Master oe meplPAANOVTR ETEPOYEVOV OPYLTEKTOVIK®DVY Ot
propovoe va efetactel cov vtoym Lo Bépa.
Yxetwkny BifAroypaepia:
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of the 14th IEEE International Conference on Cloud Computing (CLOUD), September 5-11 2021

2. https://aws.amazon.com/ec2/spot/

3. L. Zhang, Z. Li and C. Wu, "Dynamic resource provisioning in cloud computing: A randomized
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ronto, ON, 2014, pp. 433-441.
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21 Melétn, Yhomoinon kot ovykpion KBaviikwv AAyopiOpwv Mn-
xovikng Mabnong kat Kpaviikov Nevpovikov Atktowv (Bayessian)

To Quantum Computing[1] eivo €80 yio va peivet. Eve i evaoyoinon pe tov kAddo yio xpovia me-
ploplloTav oe Bewpntikd eminedo mAéov vAomotjoelg Quantum Computers otdé KOAOGO00UG OTTWG 1)
Google[2] ko n IBM[3], Sivouv tn duvatdtnta mpaktikig eEétaong kPavtikdv alyopibuwy oe Tpoy-
HOTLKO XPOVO KOL TX QTTOTEAEGPATO TTOJELKVDOVTAL OAOEVOL KOL TTLO DITOCYOHEVOL.

To Quantum Computing expetarieveton apyég tng Kpavropnyaviknig (quantum superposition,
interference, and entanglement)[4] xou v mBavotikng g o (¢va cwpatidio otovg KPavtikovg
vroAoylotég mpwv petpnBei dev éxel povo dvo kataotdoelg Tov propel v PplokeTot aAAd QIteLpeg
nove ot P ogaipa mbavotitwv -Bloch Sphere)) mpoxepévov va mapovoidoer exBetikr] PeAtiowon
oe mpoPAnpata mov péxpL tpocpata Ppickovtav otnv NP kidon, mapovoidlovtog po véx KA&on
moAvmAokotnTag, tnv BQP[5].

3to epyaotriplo éxouvpe peetnoel KPavtikodg alyopibpouvg pnyovikng padnong, evod éxouvpe vAo-
TOLNOEL L TTPOGEYYLOT) evOg LPPLOLKoL kmeans oe mporyportikd KBoavtikd vAkd, mapeyopevo oto cloud
g IBM. Svyxpivape tov vPpidukd kmeans pe tov kAacoikd kmeans ko Byddape cvpmepdopoto oye-
TIKG P TNV aodoTLKOTNTA TOL avolyTob Quantum hardware yio tnv Gpat.

Stoyog avthg TG epyaciag eivou 1) pedétn twv KPravtikodv Nevpovikdv Auetdwv[6]. Zuykekppéva
Bo aoyoAnBovpe pe Tn peAétn ko TV kataokevr] evog Quantum Bayessian Network[7], 6mov ta fépn
oe k&Be vevpdva dev eivon vieTeppvioTikd oAAG mibavoTikd, yio va ekpetaddevtodpe tnv mbavotikn
¢@vo1 touv KPavtikot vroAoyiopot.

Oa ovykpivoupe oo Quantum vevpwvikd dikToa pe Tor avtioTolyo kKAaoikd, Bo tpoteivovpe Pel-
Tiwoelg ko Ba Bydhovple CUPTEPAGHATA CYETIKA PE TNV VIAPYOVCK KITOJOTIKOTITA TWV AVOLXTMOV
KBavtikdv cloud systems, mpoteivovtoag adlayég kat BeATioOoELS.
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V. Epyaocieg o ovvenifAeyn pe eEwtepikoig
OUVEPYATEG

22 Create an Etcd Operator to Deploy, Manage, Scale, and Heal Etcd

Clusters on Kubernetes Automatically

etcd [1] is a widely-used open source distributed key-value store; it often acts as the single source of
truth in modern distributed systems. Most notably, it serves as the data store for Kubernetes [2], it is
where Kubernetes stores the state of all objects on a cluster.

Kubernetes is not only the most popular container orchestrator today, but also the most widely used
implementation of the "Operator Pattern” [3]; it combines custom data types [ Custom Resource Definitions
or CRDs] with controller programs which encapsulate the knowledge of human operators. The goal is to
extend Kubernetes so it can deploy, manage, distribute, scale and heal custom workloads automatically.

Despite etcd’s popularity as a distributed key-value store, and its role in Kubernetes, there currently is
no established, easy-to-use, widely-accepted, open source operator to run etcd itself on Kubernetes. A
number of etcd operators exist, for example [4, 5, 6, 7], but they have a variety of issues, including being
unsupported, unmaintained, or outright buggy in their handling of persistent storage, which prevents
their use in production environments out-of-the box.

As part of this project, we’ll first define a set of requirements for running etcd in a completely automated
way on Kubernetes, then evaluate the existing operators against these requirements. We will work to
understand and document the most promising of the existing operators, then propose and implement
enhancements to its design so it meets said requirements. Throughout this process, we will be exposing

our work to the open source community with frequent PRs, so we can implement changes gradually,
and ask for feedback.

Our end goal is to end up with a clean, simple, well-documentated etcd operator, which will just work.

Yxetikn BifAoypagia:
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4. https://github.com/coreos/etcd-operator
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6. https://github.com/improbable-eng/etcd-cluster-operator
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23 Explore Velero and Integrate it with Arrikto Rok and Rok Registry

Velero [1] is an open source tool to safely back up, recover, and migrate whole applications running on
Kubernetes clusters, including custom object definitions [2] and persistent volumes [3]. It works both
on premises and on most public clouds.

Arrikto Rok [4] is a generic storage data management solution for Kubernetes which enables super fast,
low-latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network]. It integrates with Kubernetes via
the Container Storage Interface (CSI). [5]

Arrikto Rok Registry [6] is a control plane for building a federation of multiple Rok instances to create
a decentralized network and enabled efficient encrypted peer-to-peer data movement across regions,
with support for fine-grained authentication and authorization over a single pane of glass.

The objective of this diploma thesis is to explore the use cases for Velero, understand its strengths and
limitations, and focus on ways to enhance its operation by integrating it with Rok and the Rok Registry.
This comprises two distinct goals:

« Integrate Velero with Rok as its storage backend, both for PVC data and for Kubernetes object
metadata

» Integrate Velero with Rok Registry and evaluate its usefulness for disaster recover scenarios and
for geo-distributed execution of pipelines across Kubernetes clusters, in hybrid cloud environments.

The end goal is to achieve seamless, production-quality integration of Velero with Arrikto Rok and Rok
Registry for real-world use cases.

Yxetikn] BifAroypapio:
1. https://velero.io/
2. https://kubernetes.io/docs/concepts/extend- kubernetes/operator/

3. https://kubernetes.io/docs/concepts/storage/persistent-volumes/
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5. https://kubernetes-csi.github.io/docs/
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24 Integrate caching of Raw and Kale-produced Kubeflow Pipelines
with MLMD on Kubeflow

The development of Machine Learning Pipelines is a tedious, time-consuming process.
The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

Tools like Arrikto Kale [3] aim to simplify the work of the data scientist by offering a simple, intuitive
interface to create and orchestrate complex pipelines using Python and Jupyter Notebooks [4]. Kale
starts from Python code, either as a script, or as a notebook, and converts it into distinct steps of a
Kubeflow Pipeline. The Pipeline then runs on Kubeflow, on a Kubernetes cluster.

In their day-to-day work, a data scientist often runs multiple versions of the same ML pipeline in quick
succession: At every iteration, they may make changes to only part of the pipeline, leaving the rest of
its steps intact. Since each pipeline run may take hours or even days, any opportunity to re-use step
outputs from previous pipeline runs whenever this doesn’t impact correctness can lead to significant
reduction in total execution time.

For example, if we have already executed a 4-step pipeline A — B — C' — D, we can accelerate the
execution of a second pipeline A — B — C' — D’ by re-using the cached outputs of all steps up to
C' and only having to run D'.

The objective of this diploma thesis is to unify current caching approaches across Kale-produced pipelines
and raw Kubeflow Pipelines so they both use a single, shared cache mechanism over Kubeflow’s metadata
store called ML Metadata - MLMD [5]. Completing this project successfully requires building in-depth
knowledge of Kubeflow Pipelines, Kubernetes, Argo [6], Kale, and Arrikto Rok [7].

The end goal of this project is to have seamless re-use of cached outputs across runs of Kale-produced
pipelines and raw Kubeflow pipelines.

Yxetikn BifAoypagia:
1. https://kubeflow.org
2. https://kubernetes.io
3. https://docs.arrikto.com/user/kale/index.html
4. https://jupyter.org/
5. https://github.com/google/ml-metadata/blob/master/g3doc/get started.md

6. https://argoproj.github.io/argo-workflows/
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25 Port a Lightweight Kubeflow Distribution to WSL 2 on Windows
with GPU Support

The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

MiniKF [3] is a single-node distribution of Kubeflow which combines Minikube — a lightweight, single-
node Kubernetes implementation [4] — with Arrikto Rok [5], a data management solution for Kubernetes
clusters, and Kubeflow.

MiniKF originally ran inside a distinct Virtual Machine, for reasons of portability, using Vagrant [6]
and VirtualBox [7]. However, using VirtualBox has significant impact in performance, and is often the
source of compatibility issues on Windows [8] and macOS [9].

On the other hand, Microsoft has invested considerable effort into bringing full-featured support for
Linux applications to the Windows ecosystem, with the Windows Subsystem for Linux [10]. WSL 2
in particular has brought major new features, including much improved performance, and support for
exposing GPUs to Linux applications [11].

This makes it possible to eliminate Vagrant and VirtualBox from the stack. This diploma thesis aims to
run MiniKF directly on WSL 2, as one more containerized Linux distribution. This approach is similar
to running Kind / Kubernetes-in-Docker [12].

To do this, we will understand and document the structure of MiniKF and the interaction of all of its
components, then explore ways to run each one of them individually, on WSL 2. We expect a lot of
smaller or bigger problems along the way, which we will expose to the relevant upstream communities,
and fix with upstream Pull Requests. To complete this project successfully you will have to get your
hands dirty, achieve deep understanding of different components in a UNIX system, and build a strong
set of DevOps skills.

The end goal is to support seamless, single-click deployment of MiniKF on Windows via the Microsoft
Store, and, optionally, to extend this support into any environment which supports Docker containers.

Yxetikn] BifAroypapio:
1. https://kubeflow.org/
2. https://kubernetes.io/
3. https://www.arrikto.com/blog/kubeflow/news/minikf-a-fast-and-easy-way-to-deploy-kubeflow-on-you
4. https://minikube.sigs.k8s.io/docs/start/
5. https://docs.arrikto.com/introduction/ekf- features.html
6. https://www.vagrantup.com/

7. https://www.virtualbox.org/
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26 Understand, Document, Train and Serve a Well-Known Image
Generation ML Model with Kubeflow

The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

Stable Diffusion is a deep learning, generative model released by Stability AI [3]. One of its main
functions is to produce unique synthetic images from text prompts. Its source code is publicly available
[4], and researchers from LMU have trained it [5] on a subset of the LAION-5B dataset [6], a 250TB
dataset comprising 5.6 billion images.

This diploma thesis aims to understand the architecture of Stable Diffusion, a latent diffusion model [7],
to document its distinct components, use Kubeflow to fine-tune it on a custom dataset, and expose it as
a service on the Web.

In the process, we will explore methods of accelerating training and serving the model on different
architectures, including making code changes to trade-off accuracy for performance [8], running on
non-NVIDIA GPUs [9], and parallelizing the model on Kubernetes with Kubeflow and the Training
Operator [10].

The expected outcome is an end-to-end understanding of the architecture of Stable Diffusion and similar
models, and of the challenges involved in training and serving them in production environments.
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27 Explore Cross-Vendor GPU-based Machine Learning with DirectML
over DirectX on WSL 2, extend to native Linux

Training and serving deep learning models often requires substantial compute, memory, and storage
resources. For example, serving the Stable Diffusion model requires ~7GB VRAM and an NVIDIA GPU
[1].

It is possible to modify model code so it runs on a CPU [2], but this comes with a significant impact in
performance; running Stable Diffusion on an Intel CPU takes ~10 minutes to produce an image, without
any GPU acceleration, although most Intel CPUs come with an integrated GPU [3].

DirectX has become the ubiquitous low-level graphics API which enables portability for video games
and other GPU-intensive applications across GPUs in the Windows ecosystem. On the other hand, it is
not trivial to run Stable Diffusion or other similar deep learning models on GPUs others than the one
they have been designed for.

Microsoft has developed the low-level DirectML API [4], specifically targeting ML use cases, which
uses DirectX underneath, so it can work across different GPUs. It has invested considerable effort into
bringing full-featured support for Linux applications to the Windows ecosystem, with the Windows
Subsystem for Linux [5].

The combination of DirectML with WSL 2 opens the way for running Machine Learning frameworks
like Tensorflow [6] and PyTorch [7] on GPUs from different vendors [8].

This diploma thesis aims to explore the use of DirectML over WSL 2 for real-world ML use cases,
understand and document its limitations, evaluate its performance across a variety of GPUs, and compare
with the current CUDA-based approaches [9].

As an extension, it would be very interesting to explore the question of cross-vendor GPU-based training
and inference for ML models under native Linux. There have been efforts to run DirectX on Linux via
translation layers [10], and there are native GPU APIs on Linux [11]. The end goal is to run PyTorch
across GPUs natively on Linux, evaluate its performance, and integrate support for it into Kubeflow
[12].
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28 Evaluate the Dask and Dask-ML frameworks and Integrate them
into Kubeflow

Developing Machine Learning Pipelines is a hard and time-consuming process. The most computationally-
demanding part is training the Machine Learning model. To produce highly accurate models it is often
necessary to train a very large amount of input data, in the order of GBs or even TBs, a process that may
require days or even weeks of computations. For this reason, we are interested in exploring techniques
for distributing the load to multiple processors on a large number of nodes (scale-out), essentially
creating a distributed system.

Dask [1] is a flexible library for parallel computing in Python. It targets two main bottlenecks which are
often the reason for needing to scale to more than one compute nodes: CPU, since running on multiple
nodes means we can take advantage of multiple cores, and RAM, since the aggregate amount of RAM
scales with the number of nodes, so we can keep much bigger datasets in memory.

It comprises two parts:

Dynamic task scheduling to enable multiple threads on multiple nodes to work on different parts of
the input data in parallel

Re-implementations of collections like NumPy arrays [2] and Pandas dataframes [3], which mimic the
existing APIs but distribute their data across multiple nodes, so they can operate in parallel on
datasets that don’t fit in the memory of a single node.

Dask-ML [4] provides scalable Machine Learning in Python using Dask alongside popular ML libraries
like Scikit-Learn, XGBoost, and others.

The Kubeflow Project [5] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [6].

Dask and Kubeflow share a common goal, supporting scalable Machine Learning across multiple nodes,
but follow different approaches: Dask focuses on interactive workloads and schedules tasks dynamically
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on a variety of workers, including Kubernetes Pods, while Kubeflow builds directly on Kubernetes and
benefits from its production-quality support for autoscaling.

The goal of this diploma thesis is to bridge the worlds of Dask and Kubeflow by integrating Dask
seamlessly as one more supported Kubeflow component. To do this, we need to understand the architecture
of Dask and Kubeflow, compare their design decisions, document their strengths and limitations, then
explore ways in which integrating Dask with Kubeflow would be beneficial to the end user. We will
propose design changes to both upstream communities, implement them as Pull Requests, evaluate
community feedback, and see them through all the way to the final merge.

There has already been interest in Dask/Kubeflow integration in the community, e.g., [7]. This project
will need changes both in the backend, e.g., Kubernetes CRDs and controllers [8] to align the semantics
of Kubeflow with those of Dask, and in the frontend, Jupyter Notebooks [9], to expose Dask seamlessly
in the Kubeflow UL It will help you build experience across the ML stack, all the way from pods running
on Kubernetes to JavaScript running in the browser.

We expect Dask will provide a more intuitive way to express parallelism directly in Python, from within
a Jupyter Notebook, without having to create Kubernetes manifests in YAML directly.

The end goal is to have Dask as a fully-supported, documented component in Kubeflow.
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29 Explore the Ray ML Framework and Integrate it into Kubeflow

Ray [1] is a general-purpose distributed computing framework with a rich set of libraries for large-scale
data processing, model training, and model serving.

The Kubeflow Project [2] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [3].

The subject of this diploma thesis is to first understand the architecture of both Ray and Kubeflow,
compare their design decisions, document their strengths and limitations, and then explore ways in
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which integrating Ray with Kubeflow would be beneficial to the end user. We will propose design
changes to both upstream communities, implement them as Pull Requests, evaluate community feedback,
and see them through all the way to the final merge.

There has already been interest in this direction in the community [4]. This project will need changes
both in the backend, e.g., Kubernetes CRDs and controllers [5] to align the semantics of Kubeflow with
those of Ray, and in the frontend, Jupyter Notebooks [6], to expose Ray seamlessly in the Kubeflow UL
It will help you build experience across the ML stack, all the way from pods running on Kubernetes to
JavaScript running in the browser.

The end goal is to have Ray as a fully-supported, documented component in Kubeflow.
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30 Integrate the MergerFS Union Filesystem with Arrikto Rok and

Explore a Kernelspace Implementation

The Linux kernel is a monolithic OS kernel [1] that powers a wide range of systems, all the way from
embedded systems like smartphones to literally every single system in the TOP 500 list [2].

Traditionally, filesystems have run as part of the kernel, but Linux offers FUSE [3], a mechanism to run
filesystem code in userspace, which simplifies development considerably, enables rapid prototyping,
improves isolation and stability, supports the use of different external libraries, and proceeds at a much
higher pace compared to merging filesystem code into the kernel. However, FUSE comes with a significant
performance penalty [4] since it has to switch between kernel and user contexts in the critical path, and
this becomes even more apparent when working with super fast, very low-latency local storage over
NVMe [5, 6].

On the other hand, union filesystems [7] like UnionFS [8], OverlayFS [9], and MergerFS [10] combine
filesystem instances to enable powerful new use cases, including supporting read-write trees over read-
only media (live CDs), read-write trees over read-only flash images (booting on embedded systems like
OpenWRT), and aggregate storage pools.

Arrikto Rok [11] is a data management solution for Kubernetes [12] which enables super fast, low-
latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network].
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The goal of this diploma thesis is to deploy MergerFS, evaluate its performance over NVMe devices, and
integrate it with Arrikto Rok to support multi-TB filesystem hierarchies in the cloud.

Depending on the results of the performance evaluation, a parallel effort can be creating a proof-of-
concept implementation of MergerFS in the Linux kernel, comparing its performance with the userspace
implementation, and using the results to advocate for its inclusion in the mainline Linux kernel.

The end goal is to support multi-TB virtual filesystems over local NVMe devices, and a low-latency
kernel-based data path.
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31 Explore the io_uring and ublk Linux Kernel Mechanisms and
Integrate them with Arrikto Rok

io uring [1] is an asynchronous system call interface for the Linux kernel, which has been merged in
version 5.1 by Jens Axboe, the current Linux kernel maintainer of the kernel block layer for the Linux
kernel.

Arrikto Rok [2] is a generic storage data management solution for Kubernetes which enables super fast,
low-latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network]. It integrates with Kubernetes via
the Container Storage Interface (CSI). [3]

The objective of this diploma thesis is to evaluate the improvement in I/O performance when using
io _uring over local NVMe devices [4], which offer very low, microsecond-level I/O latencies, and to
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extend Arrikto Rok so it uses a userspace block device driver implemented via ublk [5, 6] instead of the

current approach, which is based on the Linux SCSI Target [7].

The project will require building in-depth understanding of the Linux kernel I/O path, the design principles

behind modern I/O protocols like SCSI and NVMe, and the performance characteristics of shared-

memory communication. It will take considerable hands-on experimentation with the low-level internals

of the kernel to complete.

The end goal is seamless integration of an io_uring-based I/O mechanism into Arrikto Rok and a

complete performance evaluation [throughput, latency, CPU utilization] before and after the proposed

change.
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